
Bootstrap Bayesian Analysis with Applications to
Gene-Environment Interaction

Adina Crainiceanu
United States Naval Academy
Annapolis, MD, 21402, USA

Email: adina@usna.edu

Kung-Yee Liang
Johns Hopkins University

Baltimore, MD, 21205, USA
Email: kyliang@jhsph.edu

Ciprian M. Crainiceanu
Johns Hopkins University

Baltimore, MD, 21205, USA
Email: ccrainic@jhsph.edu

Abstract—We propose a novel statistical model and inferential
algorithm for gene environment interaction. Our methodology
was motivated by and applied to identity by descent (IBD)
sharing for sibling pairs affected by schizophrenia. Our analysis
confirms some of the previous findings on the same data set, e.g.
the estimated location of the disease gene and the existence of the
interaction between the location of disease gene and environment.
Our analysis also provides new insights by better accounting for
overall variability in the data. We show that taking into account
sampling variability may increase the length of posterior credible
intervals for the true location of the disease gene by as much as
140%. Moreover, the posterior distribution is shown to be non-
Gaussian, which more closely matches the data.

I. INTRODUCTION

Recent advances in biological sciences led to apparition of
complex problems whose solution lies at the intersection of
biology, medicine, statistics, and computer science.

The notion of gene-environment (GxE) interaction has
drawn considerable interest in the research community, due
to the mounting evidence that chronic diseases such as coro-
nary heart disease (CHD), asthma, cancer, and psychiatric
disorders, likely reflect the presence of interactions between
environmental/behavioral risk factors and genes controlling
susceptibility. There are many scientific benefits, some of
which are directly relevant to public health, of better char-
acterizing the interaction between genes and environmental
factors [12]. Documenting GxE interaction could help identify
particularly high risk groups for focused intervention and
prevention procedures. For example, it is well documented
that risk of CHD is similar among non-smokers of all APOE
genotypes, but among smokers, the risk to carriers of the e4
allele is considerably higher than those carrying only the e2
or e3 alleles. However, the risk in men who carry the e4 allele
but who quit smoking was lowered to the level of never-
smokers [23]. Identifying such interactions helps emphasize
the benefits of smoking cessation.

There is another reason why consideration of GxE in-
teraction is important. There is now accumulating evidence
that most susceptibility genes for complex diseases have only
modest effect sizes, yet play an important role as modifiers
to exogenous environmental factors such as dietary intakes,
smoking, etc. [14]. Consequently, failing to take into account
GxE interaction can decrease the already low statistical power
to detect genes controlling risk. This could be a possible

explanation for findings inconsistency for a variety of complex
diseases. Kraft et al. [16] found that by jointly testing marginal
association and GxE interaction is nearly optimal across
models considered when comparing with the marginal test of
genetic association without accounting for GxE interaction.

In this paper, we propose a nonparametric approach to
estimate the pattern of GxE interactions when the affected sib-
pairs (ASP) design is adopted. Our approach builds upon the
earlier work [5], [9], [17] with the advantage that more formal
inference on the GxE interaction pattern can now be made. By
incorporating GxE interaction explicitly in our model, we are
able to test the hypothesis of GxE interaction, quantify the
size of the interaction, and better detect and estimate linkage.

II. NONPARAMETRIC STATISTICAL MODEL

Throughout the paper, we use the data set from a genetic
linkage study of schizophrenia [18] to illustrate how the
proposed method can be used to address the issue of gene-
environment interactions. In the study, fifty four multiplex
families of schizophrenia were ascertained through the Mary-
land Epidemiology Sample resulting in sixty four affected sib-
pairs (ASPs). We focus here on chromosome 13, as a linkage
finding in this region has been previously reported [1]. Twenty
eight micro-satellite markers spanning 126.64 cM have been
genotyped. The questions of interest are: 1) can the linkage
finding be enhanced; and 2) can subgroups contributing to
the linkage finding be identified by taking into account the
potential gene-environment interaction for schizophrenia?

In this paper, the main covariate considered is the onset
age, which for this sample, ranges from pre-teen to the late
60’s. With less than a handful of environmental risk factors
for schizophrenia being identified, onset age has long been
recognized as an important variable for genetic subtyping
especially for diseases with a wide span of onset age including
schizophrenia [4].

The observed data in our study consists of estimated identity
by descent (IBD) sharing for 59 of the 64 schizophrenia
affected sib-pairs (ASP), for which the actual age of disease
onset was available. The estimated IBD is available at the
same 28 marker locations for each ASP. The dotted lines in
Figure 1 are the IBD sharing for each ASP and the solid red
line indicate the average over all sib-pairs. The age of disease
onset for each sibling is used as a proxy measurement for



Fig. 1. IBD sharing for 59 ASP at 28 locations. Dotted lines correspond to
sib-pairs, the red solid line is the average IBD sharing over all ASPs, and the
solid black line is the model fit with C(xi1, xi2) = 0.5.

the environment. To model these data we represent the mean
IBD sharing as an interaction between marker location and an
unspecified function of age at disease onset. In the remainder
of this section we provide the details of this model.

A. The basic G×E model

We denote by S(t|x1, x2) the estimated IBD sharing of
marker alleles for an ASP with sibling schizophrenia onset
ages x1 and x2 at the marker location t. Under the assumption
that one disease gene is located in the study area we model
the expected IBD sharing as

E{S(t|x1, x2)} = 1 + (1− 2θt,τ )2[E{S(τ |x1, x2)} − 1]
= 1 + (1− 2θt,τ )2C(x1, x2)

(1)
where τ is the unknown true location of the disease gene, θt,τ

is the recombination factor between the marker at location
t and the unobserved disease gene at location τ and {1 +
C(x1, x2)}/2 is the probability that a sib-pair with observed
covariates x1 and x2 share the same marker alleles at the
disease locus τ . This model was introduced in [17] and was
further refined in [5]. We use the Haldane’s mapping function
[10]

θt,τ = {1− exp(−0.02|t− τ |)}/2. (2)

With these assumptions, model (1) becomes




S(tm|xi1, xi2) = C(xi1, xi2) exp{−0.04|tm − τ |}+ εim

logit[{1 + C(xi1, xi2)}/2] = m(xi1, xi2)
εim ∼ Normal(0, σ2

ε )
(3)

where tm, m = 1, . . . ,M = 28 are the marker locations,
(xi1, xi2) denote schizophrenia onset ages for sib-pair i,
m(·, ·) is an unspecified function that will be modeled non-
parametrically, and εim are regression residuals assumed to be
mutually independent. For the ease of biological interpretation,

Fig. 2. Sampling locations (blue filled circles) corresponding to the 59 ASPs.
The X and Y-axis represent the absolute difference and the average disease
onset age for every ASP. The red stars indicate the location of the K = 25
equally spaced knots used to fit the penalized thin-plate splines.

it is convenient, but not necessary, to model

m(x1i, x2i) = g{|x1i − x2i|, (x1i + x2i)/2},
where g(·, ·) is another unspecified function, and |x1i − x2i|
is the absolute difference in age onset, and (x1i + x2i)/2
is the average age onset. We model g(·, ·) nonparametrically
using penalized bivariate thin-plate splines [13], [20]. As
described in Section IV, this approach offers several important
advantages over the current state-of-the art methodology. In the
following we provide a brief description of thin-plate splines
methodology. This section provides the necessary tools for
implementation and inference.

B. Modeling environmental effects

We start with N observations di = (di1, di2), i = 1, . . . , N
and K knots κk = (κk1, κk2), k = 1, . . . , K in the plane R2.
In our application, di1 = |x1i− x2i|, di2 = (x1i + x2i)/2 and
the knots κk are chosen to roughly cover the sampling space of
di. There are a total of N = 59 observations corresponding
to each sib-pair. The actual number of degrees of freedom
for the surface g(·, ·) will be estimated from the data, but
the maximum number of degrees of freedom is K + 2 = 27.
Figure 2 displays the sampling points and knots used for fitting
the data from the schizophrenia example. The location of the
actual sampling points is shown as blue filled circles with the
absolute age difference on the X-axis and the average age
on the Y-axis. The 25 equally spaced knots in the rectangle
[1, 10]× [16, 26] are shown as red stars.

To introduce the thin-plate splines we need to introduce two
matrices, X and Z. The matrix X is the N × 3 dimensional
matrix with the ith row equal to Xi = (1, di1, di2), which is
the design matrix for the linear effects of covariates. The Z
matrix controls departures from linearity and is introduced via



the radial function

C(r) =
{

r2 log(r) if r > 0;
0 if r = 0.

We define Z = ZRΩ−1/2
R , where ZR is the N ×K matrix

with (i, k) entry equal to C(||di − κk||), ΩR is the K ×
K matrix with (k, k′)th entry equal to C(||κk − κ′k||), and
|| · || is the Euclidian norm in R2. If ΩR = UDV t is the
singular value decomposition of the matrix ΩR then Ω−1/2

R is
defined as the inverse of the matrix UD1/2V t. If zik denotes
the (i, k)th entry of the matrix Z then the penalized thin-plate
spline model for g(·, ·) can be written explicitly as

{
g(di1, di2) = β0 + β1di1 + β2di2 +

∑K
k=1 bkzik;

bk ∼ Normal(0, σ2
β).

(4)
The first equation provides the description of the regression
function g(·, ·), while the second equation is the smoothing
assumption. The parameter controlling the roughness of the
fit is σ2

β . In particular, σ2
β = 0 corresponds to a linear surface,

g(di1, di2) = β0 + β1di1 + β2di2, while σ2
β = ∞ corresponds

to a surface with 27 degrees of freedom. The posterior distribu-
tion of the smoothing parameter, σ2

β , represents a compromise
between these two extremes and is estimated using the rules
of probability and the available data.

A useful property of penalized thin-plate splines is that
prediction of the surface can be done easily at every location
d(0) = {d(0)

1 , d
(0)
2 }. Indeed, for a given set of parameters, the

prediction is

g{d(0)
1 , d

(0)
2 } = β0 + β1d

(0)
1 + β2d

(0)
2 +

K∑

k=1

bkz
(0)
k ,

where z
(0)
k is the kth entry of the Z0Ω

−1/2
K vector, and Z0 is

the 1×K vector with the kth entry equal to C(||d(0)−κk||).
This expression is an explicit function of the model parame-
ters and its posterior distribution can be obtained by simply
plugging-in the joint simulation of the posterior parameters.

Another useful property of penalized splines methodology
is that it allows us to estimate the statistical variability of all
parameters in general, and of the surface g(·, ·) in particular.
Indeed, as we will see in Section III, in a Bayesian context, the
full posterior distribution of all parameters given the data can
be estimated via simulations. Simply plugging in the simulated
chains of the parameters in (4) will produce the posterior
mean, variance and, indeed, entire posterior distribution of
g(·, ·). As described in the previous paragraph, this procedure
is not restricted to the sampling points, but can be applied to
any location, d(0) of the sampling space. Thus, we can obtain
the posterior mean and variance of the surface g(·, ·) at every
location of the sampling space. Moreover, the exceedance
probability of any probability threshold can be obtained simply
by monitoring how frequently g(·, ·) exceeds the specific
threshold.

III. BAYESIAN INFERENCE

Bayesian analysis using Markov Chain Monte Carlo
(MCMC) simulations of the joint posterior distribution of
the parameters is a standard inferential statistical tool. Using
Bayesian analysis to fit model (3) can be done under various
software platforms [?]. For our experiments we used Win-
BUGS 1.4 [?] (see Section V-B).

IV. ADVANTAGES OVER CURRENT STATE-OF-THE-ART
METHODOLOGY

The inferential methods proposed in this paper have several
appealing properties that are not shared by previous methods.
First, our method does not require the differentiability of the
Haldane’s mapping function (2), which avoids the smooth
approximation used in [5]. Second, the posterior distribution
and not only a point estimate of the function describing the
environment effect component, g(·, ·), can be obtained. This
is important to quantify the variability of results and calculate
exceedance probabilities for various sib-pair onset ages. Third,
the posterior distribution of all parameters is obtained and
normal approximations are not necessary. This is important
when the posterior distributions exhibit skewness or multiple
modes. In Section V we show that the posterior distribution of
τ , the unknown true location of the disease gene, is not well
approximated by a normal. Fourth, the amount of smoothing
of the surface is estimated using likelihood information of
observed data and the variability associated with the smoothing
process is incorporated into the analysis. Fifth, the inference is
exact for this finite sample and does not require any asymptotic
approximations that may or may not be justified.

V. EXPERIMENTAL EVALUATION

We have implemented the methodology described in this pa-
per and applied it to analyze the estimated identity by descent
(IBD) sharing for 59 schizophrenia affected sib-pairs (ASP).
In this section we present the results of our experimental
evaluation. We also compare our results with the ones obtained
by Chiou et at in [5]. For our experiments we use a WinBUGS
1.4 implementation for the Bayesian inference, using some
of the ideas and penalized spline code developed in [7]. We
use R for the bootstrap analysis. To ensure transparency and
reproducibility of our results, our easy to use software is
available upon request.

A. Priors, posterior simulations and mixing properties

The parameters of the model (3) are τ , β0, β1, β2, bk for
k = 1, . . . ,K = 25, σ2

β , and σ2
ε . To ensure that priors were not

informative we used a uniform prior between [90, 120] for τ
and independent Gaussian priors with mean zero and standard
deviation 1,000 for β0, β1, β2. The model (3) contains the
prior on bks as the smoothing assumption in the second line
and no other prior is necessary. As discussed by [6], the prior
distributions on the variance components should be treated
carefully, since a poor choice of prior can seriously affect
the smoothing function. After careful analysis and taking into
account recommendations in [6] we used independent Gamma



Fig. 3. Prior (red line) and posterior (blue line) distribution of τ , the unknown
true location of the disease gene.

Method b (̂τ)
S1 - 113.74±1.68
S2 10 113.57±1.80
S2 8 113.55±1.85
S2 6 113.51±1.94
S2 4 113.40±2.06

TABLE I
ESTIMATES OF THE UNKNOWN LOCATION OF THE DISEASE GENE, τ , AND

STANDARD ERRORS OBTAINED BY CHIOU ET AL.

priors with mean 1 and variance 1000 for τb = 1/σ2
β and

1/σ2
ε . For inference we used 100000 simulations from the joint

posterior distribution after discarding the first 20000 burn-in
simulations. Mixing of chains was good.

B. Experimental Results

Figure 3 displays the prior and the posterior distributions
for the unknown true location of the disease gene, τ . Table I
shows the estimates of τ obtained in [5] for the same dataset,
using two different methods with different parameters. Similar
with these previous results, the mean estimate we obtained
for τ , the true location of the disease gene, was around 113
(113.52), with standard deviation 1.42. In contrast to previous
results, the posterior distribution is not well approximated by
a Gaussian, exhibits left skewness and a flatter area centered
around chromosomal position t = 110. These results seem to
better represent the structure of the data exhibited in Figure
1. Indeed, the empirical mean has a global maximum roughly
around t = 115, with a shallower slope to the left of this
maximum than to the right. Moreover, there seems to be
a rather flat region around t = 110, which may lead to
the observed “shoulder” in the posterior distribution at that
location.

Figure 4 displays the posterior mean of logit[{1 +
C(x1, x2)}/2], where {1+C(x1, x2)}/2 is the probability that
a sib-pair with observed covariates x1 and x2 share the same

Fig. 4. Color map of the posterior mean of logit[{1 + C(x1, x2)}/2],
where {1 + C(x1, x2)}/2 is the probability that a sib-pair with observed
covariates x1 and x2 share the same marker alleles at the true disease locus,
τ . The colored points are the actual sampling locations for the 59 ASPs
coded according to their posterior mean probability: black (0.9 ≤ p), red
(0.8 ≤ p < 0.9), orange (0.6 ≤ p < 0.8), yellow (p ≤ 0.6).

Fig. 5. Color map of the posterior mean of logit[{1+C(x1, x2)}/2], where
{1+C(x1, x2)}/2 is the probability that a sib-pair with observed covariates
x1 and x2 share the same marker alleles at the true disease locus, τ . The
colored points have the same interpretation as in Figure 4.

marker alleles at the true disease locus, τ . Note that this plot
contains only information about the posterior mean and not
about the uncertainty of these estimates. We will illustrate the
effect of variability on interpretation of results below. The col-
ored points are the actual sampling locations for the 59 ASPs
coded according to their posterior mean probability: black
(0.9 ≤ p), red (0.8 ≤ p < 0.9), orange (0.6 ≤ p < 0.8), yellow
(p ≤ 0.6). Figure 4 indicates that higher sharing probability
corresponds to age differences in disease onset smaller than 3
years. The average age of onset also seems to play a role with
early average disease onset corresponding to increased alleles
sharing probability. However, this interpretation is not as



Fig. 6. Distributions for τ : prior (red line), posterior based on observed data
(blue line), posterior aggregated over separate Bayesian inferences for 25 data
sets obtained by nonparametric bootstrap of the 59 SIB pairs.

consistent across ASPs as the previous one. Results in Figure
4 should be interpreted cautiously because the spatial drift
estimate does not contain any information about its variability.
For example, a large mean logit probability estimate with large
variability has a very different interpretation from a smaller but
precisely estimated one. To illustrate the added flexibility of
our inferential method, Figure 5 displays the probability that
logit[{1+C(x1, x2)}/2] exceeds a particular threshold, in this
case T = 0 = logit(0.5). There is nothing special about this
particular threshold and similar plots can be obtained for any
threshold of interest. For ASPs with difference of onset age
below 3 years the exceedance probability is higher for those
with average onset age below 23. This happens despite the fact
that the mean posterior probability for all these ASPs exceeds
0.9. This type of result needs to be assessed and validated
by other studies, but would not be possible to parse out by
previous methods

C. Bootstrap analysis

In this section we turn our attention to the large variability
inherent in the data and displayed in Figure 1. Careful in-
spection of this plot suggests that there is an additional level
of uncertainty due to the sampling process. Indeed, higher
estimated IBD sharing of marker alleles in the region around
location 110 is barely visible in Figure 1. This raises the
question of how sensitive is the posterior distribution of the
location of the disease gene shown in Figure 3 to particular
sib-pairs. Neither our exact nor the approximate analysis in
[5] addressed this additional layer of uncertainty.

To study the effect of individual sib-pairs on statistical
inference, we used a nonparametric bootstrap of sib-pairs.
More precisely, we formed 25 data sets by independent sam-
pling with replacement the 59 sib-pairs. For each data set we
performed the Bayesian analysis described in previous sections
and we pooled results for all 25 re-sampled data sets. Figure

6 displays the pooled posterior distribution of the location of
the disease gene, τ , across the 25 data sets. This distribution,
shown as a solid dark green line, has the same mode as the
posterior distribution based on the original data set. However,
it has three additional local maxima and is more dispersed,
which leads to wider posterior credible intervals. For example,
the 90% equal-tail probability posterior credible interval based
on the bootstrap pooled analysis is [101.3, 115.2], which is
142% longer than the corresponding interval for the original
analysis, [109.1, 114.8]. Here we used the 90% instead of the
95% credible intervals because the distribution of τ using the
bootstrap pooled analysis is complex and has more than 2.5%
in the left tail below chromosomal location 92.

These results indicate that previous published results, as
well as inferential results presented in this paper, are highly
sensitive to the particular sample used for inference. This is
due to the relatively small sample size of sib-pairs and to
the large variability exhibited by the estimated IBD sharing
across sib-pairs. The main message is that small G×E studies
acknowledge and incorporate the additional variability associ-
ated with the sample mechanism.

VI. RELATED WORK

The concept of gene-environment (GxE) interaction dates
back to the beginning the twentieth century, before DNA
was identified as the genetic material [15]. While much of
the recent genetic literature has been dedicated to genome-
wide association (GWA) designs, many ongoing studies are
employing designs such as affected sib-pairs (ASPs) as part
of the gene discovery process. In particular, linkage scans are
used to identify regions of interest for additional studies, and
methods to incorporate covariates and GxE interactions have
improved these searches (e.g., [8], [11], [21], [22], [25]).

Considerable recent efforts have been made to develop
statistical methods designed for GxE inference; e.g., [3],
[24]. The majority of these approaches opt to model jointly
the genes and environments through, for example, logistic
regression. We take a different approach by instead modeling
the dependence of genetic effect on environmental variables.
Here the genetic effect, which we term C(x1, x2), has the
simple interpretation of being the probability for an affected
sib-pair to share, from the parents, the same allele at the
disease locus. By estimating C(x1, x2) and τ , the disease
locus, simultaneously, one achieves the dual goals of assessing
the evidence of GxE and enhancing the chance of finding sus-
ceptibility genes with more precise estimation of the location
of the disease locus.

A similar approach has been taken by [5], [9], which
study the role played by onset age in genetic subtyping for
schizophrenia. Glidden et al. [9] stratify the ASPs according
to the number of early age onset (0, 1 or 2) where the cutoff
point for being “early” is 21 years old, which corresponds
to the medium onset age among affected. Such a choice of
cutoff is somewhat arbitrary aimed to ensure that sufficient
numbers of ASPs from each of three groups are achieved.
Chiou et al. [5] estimate the genetic effect as a function of



onset age for each ASP nonparametrically. This approach, like
our approach, avoids the need to sub-divide the ASPs into
a small number of subgroups and permits the estimation of
the GxE interaction pattern more freely. However, unlike our
approach, the method in [5] does not provide an estimate of
the statistical uncertainty of the pattern estimator.

VII. DISCUSSION

In this paper we proposed a nonparametric statistical model
for gene-environment interaction, using penalized bivariate
thin-plate splines to model the environmental effects. Imple-
menting the penalized splines using Bayesian analysis pro-
vides the joint posterior distribution of the gene and envi-
ronmental parameters, while a nonparametric bootstrap of the
data, combined with results pooling across bootstrap sample
provides the associated variability due to population sampling.
Our experimental evaluation on a set of sib-pairs affected by
schizophrenia shows the interaction between the genes and
environment (age difference in disease onset), provides an
estimate for the location of the disease gene consistent with
previous findings, but shows that previously reposted results
were overly optimistic because they only took into account
statistical variability and ignored population variability.

Unlike the genetic information carried by the SNPs, which
is discrete in nature, the environmental variables are mostly
continuous. One challenge for our approach is: can one
estimate the genetic effect (C(x1, x2) in our model) without
having to categorize the environmental variables? This is
a legitimate issue as our knowledge on the threshold for
categorization is often limited. Here, we alleviate this concern
by modeling and estimating the dependence of the genetic
effect on environmental factors nonparametrically without the
need of arbitrarily finding the thresholds for categorization.
Another advantage of our approach is that one can incorporate
several environmental factors simultaneously rather than one
at a time. In addition, the Bayesian inference laid out here
sheds new light on the variability of the estimated location for
the disease gene.

Finally, a major challenge when collecting environmental
and behavioral factors is substantial error in measurement.
This is certainly the case for dietary intake and for environ-
mental variables relying on recall of past history. While there is
a substantial amount of methodological work being developed
to deal with measurement errors in general [2], how to address
this concern under the GxE setting is not as well developed,
and is subject to future work.
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