
Monte Carlo Localization

“Localization” is the problem of given a map, can we use the sensors to learn and then keep track of
where the robot is? There are two such cases. In the first, we start of knowing where the robot is. In the
second, also known as the “kidnapped robot problem,” somebody has picked up our robot, and set it down
somewhere in a known environment, such that we have no idea where the robot is.

These two cases are handled nearly the same. Fortunately, we already know the tool we’re going to use:
the particle filter. We just need to extend it to multiple dimensions, multiple sensors, and the detection of
multiple landmarks.

Can’t we just use the odometer?

Our robots have odometers. They even seem to be pretty good! So, if we start off knowing where the robot
is, can’t we just use that to perform localization? Well, we could, but it wouldn’t work very well. Below is
an example of the difference between odometer data and actual path; this is a pretty normal result.

Figure 1: Misleading odometer data

So, even if we start off knowing where we are, we still have a great deal of uncertainty after very little
time. That uncertainty has to be managed.

Multiple Landmarks/Sensors

In our previous example of localization, we had a robot detecting the distance from a wall. But, what if we
have several sensors, and they all have their own measurements?

We will make the assumption that each observation is independent from every other. For example,
suppose our first sensor (maybe, pointed to the left) detects that the wall in that direction is 3m away,
and that the second sensor (pointed to the right) detects that the wall is 4m away in that direction. These
measurements are independant, so p(o1 = 3|o2 = 4) = p(o1 = 3). Therefore, p(o1 = 3, o2 = 4) = p(o1 =
3)p(o2 = 4).

So, how does this impact our particle filter? Well, when we weight a particle, for each sensor, the weight
will be the product of the probability of each individual detection. This can be seen in Algorithm 1.

Practical Consideration: The math in Algorithm 1 works great, in theory. In practice, these weights
are going to get very, very small, too small for computers of limited precision to handle well. Fortunately,
we have a trick in logarithms. Remember how ln(x ∗ y) = ln(x) + ln(y) (ln(x) is the natural log of x)? We
can use this to keep our numbers from getting too small, and then convert back in the end.
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Algorithm 1 Weighting with multiple observations

sum=0
for all p in particles do

p.weight=1
for all o in observations do

op ← theoretical perfect measurement from p.location for this observation
p.weight ← p.weight·pdf(o− c · op, 0, σ) . The probability of our sensor being wrong by o− c · op.

end for
end for

Additionally, we know that the probability of getting any given reading is never exactly 0. It may be
very close to 0, but it isn’t 0. So, if your computer tells you pdf(o− c · op, 0, σ) = 0, this causes a problem,
because log(0) is undefined. So, we just replace that 0 with something close to 0, which isn’t exactly 0. That
leaves us with the following practical weighting algorithm:

Algorithm 2 Weighting with multiple observations

sum=0
for all p in particles do

p.weight=ln(1) = 0
for all o in observations do

op ← theoretical perfect measurement from p.location to THIS landmark
addend ← pdf(o− c · op, 0, σ)
if addend= 0 then

addend ← 0.00000000000001
end if
p.weight ← p.weight + ln(addend)

end for
end for
for all p in particles do

p.weight ← exp(p.weight)
end for

Multiple Dimensions

Up until now, the examples we’ve looked at have been in 1 dimension, where location consisted of a single x
coordinate. In 2 dimensions, the robot’s location, also known as its pose, is defined with the tuple (x, y, θ),
where θ is the angle the robot is pointed from the x-axis.

Honestly, this doesn’t change much. Calculating straight-ahead motion becomes slightly more compli-
cated, as p.location+=u becomes:

x =x+ cos(θ)

y =y + sin(θ)

θ =θ.

Additionally, turning the robot some number of degrees is also a legal action, with a motion model
x = b · u+N (0, σ) of its own.
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