
Cameras

Now that we’ve tackled our robotic arms, it’s time to start to translate in the direction of more autonomy.
Autonomy requires the ability to understand what is going on around the robot, so that it can respond
appropriately. This means we’re going to spend a lot of time dealing with sensors, and learning what they
can do well, what they don’t do well, and how we can adjust.

Cameras are a good place to start with sensors, in that it is easy enough to see what the robot “sees,”
but we’re still exposed to the types of surprising difficulties that come with all types of sensors.

The science of understanding the world through images is known as computer vision, and is a robust field
of study in and of itself. Example computer vision problems include translating a video of sign language into
English, building a 3D map of the world using stereo vision, or tracking an object of interest even though it
may be obscured by objects in the foreground.

How do they work?

It is worthwhile to spend some time understanding how cameras work, so let’s build a simple one. What’s
our first idea? Perhaps we could just hold a piece of film up in front of an object. Would this give us a
reasonable image?

Figure 1: An image taken with no lens. The bar on the right is the film.

Taking a look at Figure 1, we can see that light from a single point from our scene can hit the film in
multiple places (conversely, of course, a single point on our film receives light from multiple sources in our
scene). This results in a blurred image, so this doesn’t work that well.

Well, what if we constructed a barrier to block most of the rays of light, as in Figure 2?

barrier

image

Figure 2: Pinhole camera

This is known as a pinhole camera, and is an old idea. If the hole in the barrier (known as the aperture)
is infinitely small, then each point on our film can be exposed to a ray of light eminating from exactly one
point in our scene, and our image will be perfectly in focus (though upside down), regardless of how far away
or close the objects in the scene are. In other words, there is no need for focusing, as we have to do with our
cameras today. The distance between the barrier and the film is known as the focal length.

People used to use pinhole cameras to project scenes onto paper for tracing. Some of you may have
looked at a solar eclipse with a pinhole camera.
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Pinhole cameras aren’t perfect, however. An infinitely small hole doesn’t let in enough light to do any
good, and a bigger hole causes a blurred image. So, we need a solution which allows in more light with a
bigger aperture, but discourages multiple rays of light coming from the same point in the scene from hitting
the film at multiple points. This is where lenses come into play.

Figure 3: Lensed camera

Lenses that you buy now are generally more complex than this, but follow the same principle. This type
of simple lens is known as a thin lens.

What happens with a thin lens, though, if objects are at different distances?

Figure 4: Thin lens with a scene containing objects at different distances. Note that the further tree is not
focused on the film, resulting in a “circle of confusion.”

As we can see in Figure 4, the rays of light eminating from the further tree do not end up focused on
the film. Instead, there is a circle on the film in which light eminating from that tree can end up, resulting
in the same unfocused behavior we had in our first, failed attempt at a camera. This circle is referred to as
the “circle of confusion.”

So, for a given thin lens, how can we tell if something will be in focus? Well, it depends upon the distance
from both the object to the lens, and upon the distance from the film to the lens.
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Figure 5: Thin lens. d0 is the distance from the object to the lens, d1 is the distance from the lens to the
film, and the focal length f is a property of the lens.
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Any object that satisfies the thin-lens equation will be in focus:
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We can change what is in focus without changing our lens by increasing and decreasing d1.
We can limit how out-of-focus things become by adding concepts from our pinhole camera and our thin

lens camera, and combining an aperture with our lens.

(a) Small aperture (b) Large aperture

Figure 6: Comparison of the results of using different sized apertures with a thin lens. Notice how the large
aperture allows the further object to become much more out of focus.

The affects of this can be seen in the following images (taken from Wikipedia’s “depth of field” article):

(a) Small aperture ( f
32
) (b) Large aperture ( f

5.6
)

Figure 7: Comparison of the results of using different sized apertures with a thin lens. Apertures are
measured as a fraction of the focal length f . The image to the left was taken with a small aperture, and the
image on the right was taken with a large aperture. Notice the difference in the background.

The human eye, of course, is not significantly different from our thin lens camera (shown in Figure 8).
The pupil is the aperture, and its size is controlled by the iris. Behind the pupil is a lens, which focuses
our image on the “film” (aka the retina). The cornea also works as an additional lens, helping with focus.
We can change what is in focus by exerting force on our lens and cornea, changing the focal length f of the
lens. One common cause of nearsightedness and farsightedness is when the eye grows such that the distance
between the lens and the retina grows too large or too small for the lens to adjust for, making it impossible
to focus on objects nearby or far away. If the human eye grows too long (large d1), will the person
be nearsighted or farsighted? Another cause is when the lens and cornea become too stiff to change the
focal length enough to focus; this is the main cause of age-related sight problems.

Color

We’re dealing with color cameras, which means it is useful to understand how color is represented.
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Figure 8: The Human eye

As we are interested in recording visible light, it is helpful to first understand how the human eye perceives
light and color, thus making the light “visible” in the first place. The retina is covered with photoreceptive
cells known as rods and cones. Rods are much more sensitive, and are all attuned to the same wavelength
of light, making them of little use in distinguishing color. This is why we see in greyscale at dusk; there is
insufficient light to activate cones.

Cones, on the other hand, come in three varieties: some are attuned to blue light, some to green, and
some to yellow-red. The level of activation of rods and cones as a function of the wavelength of light can be
seen in Figure 9.

Figure 9: Activation of rods (labelled “R”) and the three different types of cones (labeled “S,” “M,” and
“L.”)

This is how we biologically distinguish color. When, in a small area of the retina, the blue and green cones
are highly activated, and the red cones are less activated, we perceive this as a blue-green color. Red-green
colorblindness is often caused by the green and red cones being activated by too similar of wavelengths,
making it impossible to tell the difference.

So, one way to represent color is by assigning a number to each of our cones, saying how much each type
of cone would be excited by this color. This is the first of the colorspaces we’ll learn about in this course. If
all three values are very high, then the color is approaching white. If all three are low, then it is approaching
black. Colors where all three are very similar are close to grey.

In analog photography, photographic film is a chemically-treated strip of plastic that reacts to light
(Kodak was, essentially, a chemistry lab). Of course, in robotics, we don’t use film, we use digital cameras.
Mimicing our eyes, we’re interested in understanding how much red, green, and blue light is at each point of
the image, so that we can represent its color. There are a couple ways to do this, the simplest and cheapest
of which is to use a Bayer filter.
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In a Bayer filter, each pixel does not collect RGB data. Instead, each pixel specializes in one of the three.
50% of the pixels detect green, and 25% each detect red and blue, in a pattern that can be seen in Figure
10. People primarily use green to detect “brightness,” so it is given the largest proportion. The other two
values (red and green, in the case of a blue pixel) are calculated by averaging the values of nearby pixels
that do detect that color.

Figure 10: Red, green, and blue pixels arranged in a Bayer filter

Other technologies exist for gathering this data.
Aside from mimicing our eyes, RGB is commonly used in computing as a color space because it is an

additive color space. A computer monitor is, essentially, a projector. Turning up one channel in a pixel
increases brightness; when all of them are all the way up, the light is white. RGB describes what kind of
light needs to be emitted to produce a color. Additive color is illustrated in Figure 11. This differs from
subtractive color spaces, which describe what wavelengths should be absorbed to create a certain color. You
were doing this when you took all the crayons out of a box and turned your page black. Here, adding color
resulted in a black color. The RYB (red, yellow, blue) colorspace is used in mixing paints, and the CMY
(cyan, magenta, yellow) colorspace is used by printers.

Figure 11: Red, green, and blue spotlights combine to form white

This is important in that we can represent the same colors three different ways: using RGB, RYB, or
CMY. We can represent colors lots and lots of different ways, but we always need at least three numbers to
do so. In other words, color exists in a three-dimensional space. We can describe a point in that space any
way we choose.

Color Spaces

RGB makes a lot of sense as a color scheme, because it matches how we perceive color. However, at the end
of the day, a robot doesn’t HAVE to work the same way we do.

It is an obvious possible task for the robot to use colors in a room as landmarks to help it navigate.
Suppose the robot is trying to find a purple object. To do this, we have to perform color segmentation, in
which we take an image from the camera, and turn it into a binary image in which pixels are classified as
either purple, or not.
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To do this, you would find the smallest RGB values that your purple object might show up as, and
the largest RGB values that your object might show up as, and decide that everything in the middle is
sufficiently purple.

We’ll discover that RGB is pretty bad at this. For example, suppose a shadow falls over your object.
Now, all three of your RGB values have dropped, possibly outside your allowed range, even though the actual
color of the object hasn’t changed at all. Simply making the range bigger has its own drawbacks, in that
lots of things will show up as purple that you might not be interested in.

Fortunately, other color spaces exist. We have discussed how a color is just a point in a three-dimensional
RGB space. Just as you can identify the same point in 2D space using Cartesian coordinates or polar
coordinates, there are multiple ways of identifying the same point in three dimensional space. We’ll use one
called HSV (hue, saturation, value) to ameliorate our color problem.

HSV is what is known as a cylindrical space. One coordiate (hue) is an angle, and another is a radius
(saturation), just like in polar coordinates. The third (value) projects straight up from what was formerly
the XY plane. Intuitively, hue is the color and saturation is how vibrant it is (from perfectly grey to very
intense). Value is how bright it is. A picture of the HSV color wheel can be seen in Figure 12.

Figure 12: The HSV color wheel

Notice how the interior of the wheel (where the radius, saturation, is small) is grey. Also notice how the
bottom of the wheel (where value is small) is black.

Addition or subtraction of a perfectly white light changes only the value of a color. So, the theory says,
we can segment based only on hue and saturation, while allowing any value, and we’ll be in the clear.

It’s worth noting that greys, blacks, and whites cause problems with conversion from RGB to HSV. When
you have a perfectly grey, black, or white pixel, the hue is undefined, and could come out as anything. When
black, saturation is also undefined.

Here’s some code to perform color segmentation in OpenCV. OpenCV uses the following allowed ranges:
Hue (0-180), Saturation and Value (0-255). Notice my ranges disallow perfectly black or white by requiring
a value of at least 20, but no greater than 235. Similarly, I disallow greys by requiring saturation be at least
15.

import cv2

import numpy as np

img = cv2.imread(’kermit.jpg’)

hsv = cv2.cvtColor(img,cv2.COLOR_BGR2HSV)

outhsv = cv2.inRange(hsv,np.array([35,15,20]),np.array([80,255,235]))

cv2.imwrite(’kermit2.jpg’,outhsv)

The results of this program can be seen in Figure 13. Notice how no matter what the shadowing, it still
does a pretty effective job of picking out the greens.

Digital Images

There are lots of ways to represent images, many of which use interesting math to achieve goals like smaller
file sizes (GIFs, JPEGs), or the ability to scale the image without losing quality (known as vector graphics
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(a) kermit.jpg (b) kermit2.jpg

Figure 13: Kermit before and after running color segmentation.

formats, such as SVGs, some EPSs or PDFs). Usually in robotics, we’re not interested in either of those
things, which leaves us to settle for a simple bitmap format, consisting of a 2D array of RGB tuples.

Axes on images tend to be a little bit weird: the origin is the upper left corner of the image, with the
positive x-axis going down, and the positive y-axis pointed to the right. So, image[0,0] should return the
RGB values of the upper left pixel.

We’ll be using a library called OpenCV for our image manipulation; it’s robust, fast, and has extensive
documentation. One quirk about OpenCV is that it doesn’t store a pixel’s data in RGB, but rather in BGR.
Here’s a program in Python that uses OpenCV, and demonstrates both the pixel indexing and that quirk.
The results can be seen in Figure 14.

import cv2

img = cv2.imread(‘Gonzo.jpg’)

for x in range(50):

for y in range(100):

img[x,y]=[255,0,0]

cv2.imwrite(‘Gonzo2.jpg’,img);

(a) Gonzo.jpg (b) Gonzo2.jpg

Figure 14: Gonzo before and after running the python program.
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