
Computer Vision

Last time we learned a little bit about color and how images are set up. Basic color recognition is key
for scenarios where the environment is tightly constrained, and we can use color cues to cheat. This is
most robotics scenarios currently. More and more, though, we’re seeing robots working in the general,
unconstrained world. This is in no small part because of massive steps forward in computer vision.

As an example, let’s consider a problem in computer vision - image recognition. Image recognition is
the problem of ”I have a picture, what do I have a picture of?” This is essential for answering questions like,
“Is there a pedestrian in the crosswalk?” For example, consider the following pictures.

Now, all of these pictures are immediately identifiable to us as birds. But, suppose that rather than these
images, they were instead brought to you as arrays of numbers. Could you even work out what was the
subject of the picture versus what was backgroud? If you could do that, could you identify them as birds?
And if you could, could you write a series of rules for a computer that defines what a picture of a bird looks
like? All of these animals are different colors, so that’s out. They’re all in different poses, so profile is out.
Wings are in different positions in all of them. One of the pictures is even heads only. Writing this set of
rules would be really, really hard! This brings us to our disclaimer.

Disclaimer: Image Recognition can be hard for computers. If you can arrange your world or otherwise
cheat to avoid having to do it for any given task, do that instead.

We’re going to step over several decades of work by very smart people, for the simple reason that their
ideas didn’t really work. These mostly included various ways of defining sets of rules on what, for example,
a bird looked like (what if we model them only as an outline? What if we modelled birds as a bunch of
basic shapes like cones and cylinders that were held together with springs? What if we just, like, had a beer
instead?). Instead, we’re going to get a (very, very) high-level overview of two ideas that work, feature-
based recognition (sorta works), and convolutional networks (given huge amounts of data and time, works
quite well). Neither involves explicitly designing a set of rules or a model of what your object looks like.

Feature-based recognition

The basic idea behind feature-based recognition is to start by identifying interesting characteristics of your
photo. Compare that to the interesting characteristics of photos you know are of the thing you are trying to

1



identify. If the same interesting characteristics appear in both sets of photos, well, they’re probably pictures
of the same thing.

This is, of course, horribly over-simplified. In particular, we haven’t defined the terms “same,” “com-
pare,” or most vitally, “interesting characteristics.” Let’s focus on the last of those first. What we’re looking
for are image characteristics that are easy to spot regardless of the angle or brightness of the thing we’re
looking for - we call these “features.” Features are usually based on the gradient of the black-and-white im-
age. Gradient here means something like what it does in multivariate calculus - areas where pixel intensity
is changing rapidly have a high gradient, while those where pixels are pretty consistent in their brightness
have a low gradient.

There are a lot of different directions to go from there in feature extraction, and we’d need a standalone
computer vision course to cover them all. The key point is that we look for small pieces of the larger image
that are distinctive and interesting, and make no attempt to model how they relate to each other. It’s just a
list.

For example, have a look at Figure 2. Here, a picture has been made black and white, and SIFT features
(Scale-Invariant Feature Transforms) have been identified and labelled with discs. Notice there are no
features where nothing’s going on, while they’re quite dense where the gradient is large.

Figure 2: SIFT features

So let’s use this for image recognition. Suppose we want to find my machine learning book. First, we
take a picture, and crop it tightly. Then, we label it with SIFT features in Figure 3 (notice that as a book with
a highly-textured cover, there are many).

Then suppose our robot is roaming around and sees a scene, and it wants to know if this book is in it
(forgive my anthropomorphizing). It detects SIFT features in the scene (Figure 4).

It then matches up features that are sufficiently similar between the two images (Figure 5).
It’s not perfect, of course (there are a few matches not on the book), but overall, it’s done a pretty good

job. If there are enough matches, we can say the book is in the scene. The average location of those matched
features is the approximate center of the object (Figure 6).

This approach works pretty well as long as the object you’re looking for is pretty flat, feature-rich, and
standard looking. It also requires very little computation. However, it’s worse if you’re trying to look for
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Figure 3: Book with features

something general, like “bird,” as each bird will have a pretty different set of features. To do something like
that, we’ll have to do something new.

Convolutional Networks

Convolutional Networks have driven a pretty substantial part of the current AI boom. Convolutional Net-
works are a type of Neural Network, which itself is a type of machine learning. Of course we have a whole
class in machine learning, so we can’t go too in depth into this, but here’s an irresponsibly high level view.

You start with a large number of images, which are labelled by what is in them (large here means LARGE
- tens of thousands, hundreds of thousands, millions, etc). You then define a function that takes in pixel
values, and outputs a label (“bird”). This function is fiendishly complicated, and is the Convolutional Net.

Of course, when you first make this function, it will be quite inaccurate. So, the network is then trained,
meaning that an image is pushed through the function, it is observed how wrong it was (we know that was
a picture of a bird, but the network said it was a bus), and then the network is altered to be a little bit more
correct. After very large amounts of training (which is why the many, many pictures are required), these
incremental improvements to the function get better and better, until they really work quite well.

For really big networks, like the ones that run Google Image search, this training takes huge GPU clus-
ters for hardware and months of training time. Research-oriented robotic cars travel with a trunk full of
GPUs to enable this. Unfortunately our lack of GPU clusters and months of training time make it difficult
to work this into our class, but you should be aware this is out there!

Similar networks have been applied to web search, traffic prediction, automated translation, and others,
but their biggest success is probably in image recognition.
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Figure 4: Scene with features

Figure 5: Matched features
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Figure 6: Book location (the red dot is the calculated center of the book)
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