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Chapter 1 
INTRODUCTION TO SIMULATION 

Many problems addressed by current analysts have such a broad scope or are so complicated 
that they resist a purely analytical model and solution. One technique for analyzing these 
situations is simulation. Simulation is a technique to perform an experiment on an imitation of a 
real world system in order to obtain data that can be used to make predictions about the system. 
The range of applications of simulation is wide and can involve the use of physical models (e.g. 
wind tunnels) or statistical models. A statistical model is one that takes random samples from 
some probability distribution that describes the operation of some aspect of a system, or the total 
system. Simulations that involve random sampling are usually referred to as Monte Carlo 
simulations. Monte Carlo simulation is the only type of simulation that will be addressed in this 
document, and the term simulation will refer only to this type. 

Naval, and other operations, are often modeled for OA purposes using Monte Carlo 
simulation. If the size of the sample is small and the model is simple, simulation may be done by 
hand. More commonly it involves the use of a computer. In either case, it usually involves the 
repetitive generation of artificial histories of several time periods during which the system is 
operating, doing a statistical analysis of the data collected, and drawing inferences about the real 
world system. Further classifications of simulation often involve how time, when it is a factor, is 
treated in the simulation. If the treatment of time uses discrete steps, the simulation is called a 
discrete-event simulation. Whenever something of significance (an event) happens in a discrete-
event simulation, the program determines the time in the "future" that the next event occurs and 
the advances the clock to that time. If the treatment of time is as a continuous variable, then the 
simulation is called a continuous-time simulation. The clock advance in a continuous-time 
simulation may be in pre-defined jumps of a uniform size, or they may be determined by the 
(usually numerical) solution of a differential equation. Sometimes time is handled in discrete 
steps for some aspects of the simulation and in a continuous fashion for others. In this case, the 
simulation is said to be a mixed simulation. This chapter will be limited to concepts that are 
associated with the implementation of discrete-event simulations.  

1.1 An Example 

As an example of discrete-event simulation from queuing theory, consider a bank that has a 
single drive-in window. Suppose that data were collected on the operation of the window and a 
statistical analysis of the data indicated that the distribution of the time between customer 
arrivals and the distribution of the time to serve a customer are as given in Table 1.1. 
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Table 1.1: Input Distributions 

 Time between arrivals (min) 1 2 3 4 5 
 Probability 0.1 0.1 0.3 0.3 0.2 

 
 Service time (min) 2 3 4 5 

 Probability 0.4 0.3 0.2 0.1 

A simulation to investigate the time the customers spend at the bank (waiting in line and being 
served) is desired.  
 In order to simulate the operation of the drive-in window, one needs the time of arrival of 
each customer and how long the service of each customer takes. If there are no customers at the 
beginning of the simulation, the arrival of the first customer can usually be assumed to occur at a 
time (after the beginning of the simulation) that has the same distribution as the time between 
arrivals. Sometimes the simulation begins with the arrival of the first customer, and sometimes a 
separate distribution is needed for the arrival of the first customer. In this example, the time to 
arrival, from time zero, of the first customer will be assumed to have the same distribution as the 
time between arrivals.  

In order to sample from a distribution, some method of generating a random number is 
usually used. A random number is an observed value of a random variable that has a uniform 
distribution on the interval from 0 to 1 (unif(0, 1)). Random numbers may be obtained from a 
mechanical device, from a table of random digits, or from a random number generator on a 
calculator or a computer.  

For the generation of the arrival times of the customers at the drive-in window, suppose that 
10 cards are available that are numbered 1 through 10. The cards are shuffled, and one is drawn 
at random. The number of the card drawn would be used to determine the simulated time 
between arrivals of customers at the bank. For example, if the card is a 9 or 10, then the time 
between arrivals is taken to be 5 minutes. Since drawing 2 of the 10 cards results in a time of 5 
minute, this should give a probability of 0.2 for an interarrival time of 5 minutes. The card 
number and the associated simulated time between arrivals are as follows: 

Table 1.2: Card Values for Time Between Arrivals Distribution 

Card number 1 2 3, 4, 5 6, 7, 8 9, 10 
Time between arrivals (min) 1 2 3 4 5 

Suppose that the first card drawn is numbered 10. Then the arrival of the first simulated 
customer would occur at time equal to 5 minutes. That card is then replaced in the deck, the deck 
is shuffled, and a second card is drawn at random. Suppose the second card drawn is numbered 
8. This would then give 4 minutes as the time between the arrivals of the first and second 
customer. The time that the second customer arrives is then at 5 + 4 = 9 minutes. The time 
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between the arrivals of customers two and three is found by shuffling the 10 cards and selecting 
a third card at random. Suppose that the third card drawn is a 5, giving a time between arrivals of 
3 minutes. Adding this to the time of arrival of the second customer yields the time of arrival of 
the third customer at 12 minutes. 

A similar procedure can be used to generate the service times of each of the three 
customers. Using the same deck of cards, suppose that three random draws of cards yielded cards 
numbered 1, 9, and 2. Using the following table, which was constructed from the original 
probability distribution of service times, the service times of the three customers are simulated as 
2, 4, and 2 minutes: 

Table 1.3: Card Values for Service Time Distribution 

Card number 1, 2, 3, 4 5, 6, 7 8, 9 10 
Service time (min) 2 3 4 5 

In order to find the total time each customer spends at the bank, one needs to determine the 
time the customer arrives, the time the customer begins service, and the time the customer ends 
service. The total time is then the difference between the customer's arrival time and the time 
service ends. The first customer arrives and begins service at time 5 minutes. The service time 
for the first customer is 2 minutes, and departure occurs at time 7 minutes. The total time the first 
customer spends at the bank is 2 minutes. The second customer arrives at time 9 minutes and, 
since the first customer has already departed, service begins immediately. This service takes 4 
minutes, and departure is at time 13 minutes. The time the second customer spends at the bank is 
then 4 minutes. The third customer arrives at time 12 minutes and begins service at time 13 
minutes, when the second customer departs. Service for the third customer takes 2 minutes and 
departure occurs at time 15 minutes. The total time the third customer spends at the bank is then 
15 – 12 = 3 minutes. 

An aid in handling simulations done by hand is the use of a table to organize the operation. 
For the bank's drive-in window, the table might be as given in Table 1.4. 

Table 1.4: Hand Simulation of Three Customers 
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1.2  Simulation Using a Spreadsheet 

A problem with doing a simulation by hand, is that it is time consuming and tedious to 
generate enough data to be statistically significant. The construction of the above table can be 
done using a spreadsheet and the copy/paste options allow the quick generation of large data sets. 
The first thing to address in generating such a table could be the selection of times between 
arrivals and service times in some “random” fashion. Spreadsheets have a built-in “random 
number” function that may be used. The function in Microsoft Excel is RAND(), which returns a 
number between 0 and 1. A process for doing this and some of the properties such a “random 
number generator” must satisfy will be addressed later. 

In order to convert a (random) number between 0 and 1 to the appropriate time needed in 
our example, we will use a look-up function defined in spreadsheets. The function is defined by 
putting 𝑥 and 𝑦 values in a table. The table may either be a vertical table, with the 𝑥 and 𝑦 values 
in columns, or a horizontal table, with the values in rows. The 𝑥 values should consist of the 
cumulative distribution values, beginning with 0 and ending with 1 (see the tables below). The 
corresponding 𝑦 values are the times to use whenever the generated random number is greater 
than or equal to the 𝑥 value, but less than the following 𝑥 value. For example, the arrival time 
table given below has 0 as the first 𝑥 value and 0.1 as the second. The first 𝑦 value is 1, so if the 
random number generated is between 0 and 0.1, the value of 1 will be returned. Similarly, if the 
value of the random number is between 0.5 and 0.8, the value 4 will be returned. The format for 
the vertical lookup table in Excel is 

VLOOKUP(value, table, column). 
For example, the entry in cell B14 of the spreadsheet might be =RAND(), generating a random 
number, and the entry in cell C14 might be =VLOOKUP(B14,$A$4..$B$9,2), which returns the 
value corresponding to the random number in the arrival time table. Notice that the table cell 
references have been fixed, as indicated by the $ signs. This may be easily done using the F4 key 
when the cell references are selected. The values of the random variable will be recalculated each 
time the spreadsheet is updated. Once the spreadsheet is completed, a different simulation may 
be obtained simply by pressing the F9 key. The automatic recalculation may be stopped by 
selecting Options under the Tools menu, selecting the Calculation tab, and then changing the 
selection to Manual. The notebook will not be recalculated then unless the user presses the F9 
key. 
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Table 1.5: Input Distributions in a Spreadsheet Format 

 

The two tables are given names to make referring to them much easier. This is done for the 
time between arrivals table by selecting cells A4 through B9 and typing the name in the cell 
name box just above column A as shown in Table 1.5a. The name ‘TBA’ is assigned to A4..B9 
and the name ‘ServiceTime’ is assigned to the cells D4..E8. These names will be available for 
use whenever reference is made to one of the tables. 

Table 1.5a: Assign Name to Cell Range 

 

The table for the simulation may now be easily built. Rows 1, 2, 3 and 4 of Sheet2 are used 
for column headings as shown in Table 1.6. Column A will be used to count the number of 
customers. Thus the first formula row is 5. This first row will be different from the remainder of 
the table due to references to cells that do not exist for this row. The formula in A5 is =1, while 
the one in A6 is =1+A4. Since there is no number in A4, a reference to this cell may result in an 
error unless the cell is completely empty. The entry in B5 is =RAND(), the random number 
generator, as it will be for the remainder of the table in column B. The entry in C5 also contains 
no missing cell references, so it is =VLOOKUP(B5,TBA,2), the vertical table lookup function, 
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and will be valid through the remainder of the column. The time of arrival, D5, is calculated as 
the time the previous customer arrived plus the time between arrivals (interarrival time). Thus 
the entry in cell D5 is =C5, while it is =D5+C6 in cell D5.  

The begin service time is a bit more complicated, since a customer must wait until the 
previous customer leaves before service can begin as there is only one server in this system. 
Thus the time a customer begins service, column E, is the larger of the time the previous 
customer departs (previous row of column H) and the time the customer arrives (same row of 
column D). The entry in E5 could then be =D5, while the one in E6 would be =MAX(H5,D6).  

Columns F and G are used to generate service times similar to columns B and C. The 
departure time is then the begin service time plus the service time, so the entry in H5 would be 
=E5+G5. Finally, the total time the customer spends in the system is calculated as departure time 
minus arrival time. Thus the entry in I5 would be =H5-D5. Columns F – I of row 5 should now 
be selected, copied, and pasted to complete row 6. The entire row 6 can then be copied and 
pasted to obtain a simulation of multiple customers. The table below shows only 7 customers. 

Table 1.6: Simulation Example Using Spreadsheet 

 

If the simulation of 1 day is desired, the conditional function may be used. For example, D6 
could be modified to read =IF(D5+C6<480,D5+C6," ") which will leave the cell blank if the 
time exceeds 8 × 60 = 480 minutes. 

1.3 Performance Measures 
There are two basic types of averages that are often used in comparing alternate systems, 

especially if they involve a queue. The first is the average or mean of a function of a discrete 
variable, the second is the average of a function of a continuous variable (often time).  
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For an example of the average of a function of a discrete variable, we might be interested in 
the average time the first 5 customers spend at the drive-in bank. A particular simulation of the 
bank might yield 4, 2, 3, 3, and 2 for the times, in minutes, that the first five customers spend in 
at the bank. The average time the five customers spend at the bank is 

𝑊 =
4+ 2+ 3+ 3+ 3

5 =
14
5 = 2.8.  

For an example of the average of a function of a continuous variable, we might be interested 
in the average number of customers at the bank at any time. This is also called the time average 
number of customers. In order to find this quantity, we may construct the function 𝑁(𝑡), the 
number of customers at the bank at time 𝑡 (minutes after the bank opens). One way to do this is 
to arrange the events at the bank in chronological order. In a spreadsheet, this may be 
accomplished by copying the arrival events and the departure events into the same column, with 
their corresponding times in an adjacent column, and then sort on the time. The resulting table, 
covering the time until the departure of the fifth customer, might look like the following table. 

Table 1.7: Number of Customers in Bank 

time t event N(t) 
0 begin simulation 0 
4 arrival 1 
8 arrival 2 
8 departure 1 

10 departure 0 
11 arrival 1 
14 departure 0 
15 arrival 1 
18 departure 0 
19 arrival 1 
20 arrival 2 
21 departure 1 

Notice that the sixth customer arrived before the fifth customer departed. This will affect the 
average value of 𝑁(𝑡), and must be included in our calculations. The graph of the function is 
given in Figure 1.1 below.  

The average value of 𝑁(𝑡) over the interval [0,𝑇] is defined as 

𝐿 =
𝑁(𝑡)  𝑑𝑡!

!
𝑇 .  

In this case, the value of the integral of 𝑁(𝑡) over the interval [0, 21] can easily be found to be 
15 by adding the area of the rectangles in the graph. Thus 𝐿 = 15 21 ≈ 0.71. 
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Figure 1.1: Graph of Number of Customers in System 

 

Although the method of calculating the average of 𝑁(𝑡) given above is conceptually correct, 
it is difficult to automate on a spreadsheet. However, this may be overcome with a clever 
argument. Note that each of the first 5 customers contribute an area equal to the time they spend 
at the bank, for a total of 14. The sixth customer then contributes an area equal to the time she 
spends at the bank prior to the end of the interval [0, 21]. This again yields the estimate of 
(14+ 1)/21 = 15/21 for the average number of customers at the bank. This method of 
calculating the integral is then no harder than adding the proper times, as was done in for the 
average time at the bank. The right most column of Table 1.6 shows how this can be 
implemented in a spreadsheet. To get the value in column J, find the time between when the 
customer arrives and when the 5th customer departs and take the minimum of this number and 
the total system time for the customer. This is the value that goes into column J, provided it is 
positive. A formula for doing this in the 10th row of column J is =MAX(0,MIN(H10-D10,21-
D10)). 

A third performance measure that is useful in queuing models is the server utilization, 𝜌. The 
server utilization is defined as the proportion of time that the server is busy serving a customer. 
This can be found by dividing the total service time by the total time. For the example above, the 
teller is busy for 14 minutes out of the total 21 minutes. Thus the server utilization is 𝜌 = 14/21   
or about 67%. 

1.4 Standard Error  

A common performance measure used in studies involving simulation is the expected value 
(or mean) of a random variable that occurs in the system. In the bank drive-in window example 
above, the expected time a customer spends at the bank, the expected number of customers at the 
bank at any time, and the server utilization are all of this nature. Since the bank has a natural 
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starting and ending time (one day) and a natural starting state (no customers in the bank when it 
opens), one approach to estimating the expected time a customer spends in the bank would be to 
(i) replicate 𝑛 simulations of one day's operation of the bank, (ii) average the times spent in the 
bank by each customer during a day's simulation (obtaining one estimate per day), and then (iii) 
use the 𝑛 estimates obtained to find both a point estimate (the average of the 𝑛 estimates) and an 
interval estimate (explained below) of the expected time a customer spends in the bank. Note 
that the time an individual customer spends in the bank on a given day will be correlated to the 
times spent in the bank by the preceding customers. For this reason, only one estimate (the 
average) is obtained from each day's simulation. If different random numbers are used in each 
day's simulation, the 𝑛 estimates of the average time a customer spends in the bank should be 
independent and identically distributed. In that case, the following discussion applies.  

Suppose that the mean, E[𝑋], of a certain random variable 𝑋 is to be estimated using 
simulation. If the simulation is performed 𝑛 times and 𝑛 estimates, 𝑥!,… , 𝑥!, are obtained, then a 
point estimate of E[𝑋] is the sample mean,  

𝑥̅ =
1
𝑛 𝑥!

!

!!!

. 

Each of the sample values, 𝑥!, is a random variable having the same (usually unknown) 
distribution with mean E[𝑋] and variance 𝜎!. The sample mean, 𝑥, is a random variable with 
mean E[𝑋], since 

E 𝑥 =
1
𝑛 E 𝑥!

!

!!!

=
1
𝑛 E[𝑋]

!

!!!

=
1
𝑛 𝑛E 𝑋 = E 𝑋 . 

Similarly, assuming that the xi are statistically independent, the variance of 𝑥  is 

Var 𝑥 =
1
𝑛

!

Var[𝑥!]
!

!!!

=
𝜎!

𝑛 . 

The assumption of independence is usually valid whenever the estimates are taken from different 
replications of the model, the random number streams used are non-overlapping, and the initial 
conditions are independently chosen. It would not ordinarily be valid if, for example, the 
estimates were a sequence of output observations from a single replication of the model. Thus in 
the simulation of the bank's drive-in window, using the average of the times spent at the window 
by all customers during a day's simulation would be acceptable, while using an individual time 
spent at the window by a customer would not. 

 An unbiased estimate of 𝜎!  is the sample variance 

𝑠! =
1

𝑛 − 1 𝑥! − 𝑥 !
!

!!!

. 

The corresponding estimate of Var 𝑥  can then be found. The resulting estimate of the standard 
deviation of the sample mean, 𝑥, called the standard error and denoted 𝑠𝑒(𝑥), can then be 
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found by dividing the sample standard deviation by the square root of the sample size,  

𝑠𝑒 𝑥 =
𝑠
𝑛
. 

The standard error is a measure of the accuracy of the estimation of E[𝑋]. Note that the sample 
size must be multiplied by 100 in order to reduce the standard error to one tenth its earlier value.  

If 𝑥 is approximately normally distributed, then the standard error may be used to obtain an 
interval estimate (called a confidence interval) for E[𝑋]. For 0 ≤ 𝛼 ≤ 1, a 𝟏− 𝜶 ⋅ 𝟏𝟎𝟎% 
confidence interval for E[𝑿] is given by  

𝑥 − 𝑡!/!,!!! ⋅ 𝑠𝑒 𝑥 ≤ E 𝑋 ≤ 𝑥 + 𝑡!/!,!!! ⋅ 𝑠𝑒(𝑥) 

where 𝑡!/!,!!! is the value for a student’s 𝑡 random variable with 𝑛 − 1 degrees of freedom. In 
Excel, it is given by TINV(𝜶, n −  1) and Excel automatically divides the 𝛼 by 2. 

 The sample mean 𝑥 is normally distributed if x is normally distributed or, by the Central 
Limit Theorem, it is approximately normally distributed when the sample size 𝑛 is large; in 
practice 𝑛 larger than 30 is adequate. For smaller values of 𝑛, a statistics book must be consulted 
for ways to obtain a confidence internal for E[𝑋]. The 1− 𝛼 ⋅ 100% confidence interval is the 
interval centered at the (point) estimate 𝑥̅ that would be expected to contain the actual mean in 
1− 𝛼 ⋅ 100%  of the cases when the sample experiment (i.e. 𝑛 replications of the simulation) is 

repeated many times. Of course, only one sample experiment is ordinarily taken, and there is no 
way to know whether or not the actual value of the parameter being estimated is really in the 
confidence interval. 

The standard error and resulting confidence interval may be useful in deciding how many 
estimates must be obtained in order to achieve a desired accuracy. The simulation is usually first 
done a few times in order to obtain an estimate of the size of sample variance. This estimate is 
then used to solve for the value of 𝑛 that should give values close to a desired level of accuracy. 
For example, suppose that an estimate within 0.1 of E[𝑋] was desired at a confidence level of 
95%. Whenever 𝑛 is large, the student’s 𝑡 distribution and the standard normal distribution, 𝑧, 
are very close, so we use the standard normal distribution in this case to simplify the procedure. 
With 𝛼 = 0.05 the value for 𝑧 is 1.96. Suppose an initial sample of 30 replications of the model 
was made to compute a sample variance for the purpose of determining the number of 
replications required to estimate E[𝑋] to the desired accuracy. Suppose the sample variance was 
found to be 3.2. Then,  

1.96 3.2
𝑛

= 0.1 

can be solved for 𝑛 as (1.96 × 1.79 / 0.1)2 = 1229.3. Since the number of replications must be an 
integer, the estimate for the number of replications needed would be 1230, to estimate the actual 
value of E[𝑋] within 0.1, 95% of the time. Of course the actual number of replications needed 
may vary from this estimate, since the variance may be substantially larger than the estimate 
used. 
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1.5  Replications using Excel 
Excel has a built-in tool that allows multiple replications of a simulation. It may be found in 

the Data menu and is named Tables. Before using this tool, we first add lines to our simulation 
so that one day’s (8 hours’) operation of the bank is simulated. This is shown in Table 1.9. In 
addition to the added lines, the length of the simulation was added (column K) and the formulas 
in columns I and J were modified to use this end time. The new formulas are shown in Table 1.9. 
Making a cell entry ‘na’ means that those cells will not be used in the average calculation. If we 
had put zero in the cell, they would have been used in the average calculation, making it smaller 
that the desired value, in most cases. Zeros in column J would be fine because they do not affect 
the SUM function. Blanks would have worked just as well.  

Table 1.9: Simulation for One Day 

 

 We are now ready to have Excel do replications for us. The first step is to create a table to 
contain the results. This may be done on the same sheet as the simulation or on a separate sheet 
as shown in Table 1.10. The first column contains an index showing the number of replications 
desired. The first line in the second column contains the value of the average waiting time in the 
system, 𝑊,  (cell I157 on the table1_9 spreadsheet). The first line in the third column contains 
the value of the time average number of customers in the system, 𝐿, (cell I158 on the table1_9 
spreadsheet). We wish to collect the values of 𝑊 and 𝐿 for 30 replications of the simulation. We 
select the 30 rows and 3 columns where the values are to be placed. Then we open the Data 
menu, select the What-If Analysis drop-down menu item and chose the Data Table menu item, 
as shown in Table 1.10. This opens the dialog box shown in Figure 1.2. We are constructing a 
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one dimensional table based on the columns, so the Row input cell is left blank and the Column 
input cell contains a reference to the first column in the table, $A$3. Clicking the OK button 
causes Excel to recalculate the simulation 30 times and fill the values in each of the two columns 
based on the values in the cells indicated. The results are shown in Table 1.11. 

Table 1.10: Begin Replications of Drive-In Teller Simulation 

 

Figure 1.2: Table Dialog Box 
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Table 1.11: Completed Table of Replication Values 

 

Next we wish to obtain 90% confidence intervals for 𝑊 and 𝐿 based on these observations. 
We use the AVERAGE() and the STDEV() functions in Excel to calculate the values needed for 
the sample average, 𝑥̅, and the sample standard deviation, 𝑠. The value of 𝛼 is 1− 0.90 = 0.10 
and the degrees of freedom is 𝑛 − 1 = 29. To find the critical 𝑡-value, we use the TINV() 
function in Excel. This function gives the two-tailed probability for the 𝑡 distribution, so we do 
not divide 𝛼 by 2. The correct syntax to get the value of 𝑡!/!,!!!  is TINV(𝜶,𝒏− 𝟏). These 
calculations, as well as those for the standard error, the precision, the lower confidence level and 
the upper confidence level, are shown in Table 1.12. Our results are that an estimate of the 
average time a customer spends in the system is 4.8 minutes, with a 90% confidence interval of 
4.5 to 5.1 minutes. The estimate for the average number of customers in the system at any time is 
1.4 customers, with a 90% confidence interval of 1.3 to 1.5 customers. 

1.6  Steps in a Simulation Study 

Most studies that involve simulation pass through the same sequence of steps. Most of these 
steps are also used in types of analytical studies that use other modeling techniques. Figure 1.3 
below illustrates how the steps usually proceed. Of course they do not always follow in the order 
given, and sometimes the analyst must return to a previous step to make modifications to the 
model.  
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Table 1.12: 90% Confidence Intervals Calculations 

 

1. Problem Identification. The first step in any study is the realization that there is a problem. 
Often the source of the problem is a decision maker who tasks the analyst with providing insight 
so that an informed decision can be made. The analyst must be careful to verify that the nature of 
the problem is clearly understood, and agreed upon. An elegant solution to the wrong problem is 
beneficial to neither party.  

2. Problem Formulation. It is crucial that the analyst make a formal statement of the problem, 
as he/she understands it, that contains as much detail as possible. The problem statement should 
then be verified by the decision maker to help assure that there is agreement as to the nature of 
the study. As the analysis progresses, the formulation of the problem may change as its nature is 
better understood. The awareness of the existence of a problem may often come long before the 
knowledge of the nature of the problem. The analyst will be wise to make a careful statement of 
the problem, to obtain verification from the decision maker, and to keep the decision maker 
informed of any reformulation of the problem that may arise. 
3. Goals. There is a saying to the effect that “one who aims at nothing will surely hit it.”  The 
analyst who takes the time to think about what must be done to solve the problem will have a 
better chance of providing the decision maker with useful analysis. The setting of goals or 
objectives that are needed will serve as a kind of road map for the journey. Of course these goals 
will probably have to be modified along the way, but they can serve to keep the study focused 
and to keep the objective clearly in mind. 
4a. Model Outline. The formulation of the problem often indicates to the analyst that a specific 
tool may be useful in the study. If the problem is very complex and/or analytical solutions are 
unknown, simulation may be the tool of choice. If this is the case, the analyst must have a 
“picture” of the system to be modeled. This picture may be obtained by observing the system to 
be modeled in action and/or discussing the system with knowledgeable experts. A diagram or 
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flow chart of the model visualized may be extremely beneficial. The analyst must begin to decide 
which of the elements of the system are to be included in the model, and which elements are to 
be left out of the model. 
4b. Data. As part of learning about the system, and for input to the model, data collected from 
the system must be obtained and analyzed. This may be done in conjunction with building the 
model outline. In fact, collecting the necessary data and observing the system in action may be 
accomplished in tandem. The analysis of the data should also provide insights into the model 
outline. 

5. Coding. Translating the visualized model into the language of the software used is often 
called coding. This is because simulation models were first written completely in high level 
languages such as FORTRAN. Depending on the nature of the study, the analyst may be able to 
make use of a more modern simulation environment, such as ProModel. More complicated 
simulations for specific purposes are often written in C or C++. 
6. Verification. During the coding of the model, and after the coding is completed, the analyst 
must test each part of the code to ensure that the coded model is performing as intended. This is 
the same process as debugging the code.  

7. Validation. The process of validation involves testing the results of the simulation to 
determine that the model adequately mimics the physical system. The degree of fidelity must be 
adequate for the purposes of the study. Validation is not a clear-cut, well defined procedure. 
Usually it requires a comparison of results from the model with data from the system. The data 
used for comparison must be independent of the data used in the model construction. The 
comparison may be made by statistical tests, by experts familiar with the system, or by other 
appropriate means. The procedure must convince the analyst, the decision maker, and anyone 
else with a vested interest in the study that the system is being modeled adequately for the 
purposes of the study. 
8a. Experimental Design. The details of the running of the simulation model for the study must 
be determined. Factors that must be addressed include, but are not limited to the following. 

• The number of runs needed. 
• The initial state of the simulation and/or the length of the “warm-up” period. 
• The length of each run. 
• Values of parameters used. 
• Performance measures to be obtained. 

9a. Production Runs and Analysis. In this step, the analyst obtains the results of the runs of the 
model and analyzes them to determine what they predict about the system under study. 

10. Additional Runs. Analysis of the results in step 9a may expose weaknesses in the 
experimental design or may generate unanswered questions that must be addressed. In these 
cases, the decision may be made to make and analyze additional runs of the model. 
8b. Scope of Model’s Application. At some point in the study it may be determined that the use 
of the model has a wide enough application that confirmation of its utility in the larger analysis 
community is desired. At this point the analyst should take steps to have the model accredited. 
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9b. Accreditation. The accreditation process involves a formal confirmation of the usefulness of 
a model for the stated purpose by an independent agency or committee. Usually the accrediting 
agency requires clear statements of the scope and types of applications that are suitable for the 
model. The process is usually not easy and requires a lot of time and effort by the analyst. 
However, accreditation has become increasingly necessary in government agencies, such as the 
Department of Defense, for simulation models to be accepted, trusted, and used widely. 
11.  Documentation and Presentation of Results. The best study is useless unless it is 
documented and presented to the decision maker in such a manner that he/she uses the results. 
This process may involve a formal, technical report and non-technical briefings. Many analysts 
enjoy doing the analysis more that reporting the result, so adequate time and effort must go into 
this process. Having insight into a process or a solution to a problem are no good unless they are 
accepted and implemented by the decision maker.  
12.  Implementation. The implementation of the results of the study will depend, to a large 
extent, on the nature of the problem. In any case, the decision to implement is made by the 
decision maker who sponsored the study. In some cases, the effect will simply be a specific 
decision in time, in others the model may be utilized a number of times over a long period. In the 
latter case, provisions must be made for updating and maintaining the model. 
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Figure 1.3: Steps in a Simulation Study 

 

1. Problem Identification 

2. Problem Formulation 

3. Set Goals and Plans for Analysis 

4a. Build a Model Outline 4b. Collect and Analyze Data 

5. Translate the Model into Software Used 

6. Verify the Model 

7. Validate the Model 

8a. Design the Experiments 8b. Model Widely Used? 

9a. Do Production Runs and Analysis 9b. Obtain Certification of the Model 

10. More Runs? 

11. Document Model and Report Results 

12. Implementation 
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Problems  

1. For the drive-in bank given in Example 1, do each of the following. 
a. Simulate by hand the service of 10 customers at the drive-in bank given in the example. 

b. Simulate the arrival of 100 customers of the drive-in window example. Write a report 
summarizing your analysis. It must state the average time between arrivals, the average 
service time, the average amount of time customers spend waiting for service and the 
average total time spent in the system. Include your Excel spreadsheet file with your 
report. 

c. Use the model constructed in 1b to find an estimate of the average number of customers 
in the system at any time. 

d. Simulate the arrival of 100 customers of the drive-in window example. Obtain 30 
different estimates of each of the three performance measures discussed (average time at 
bank, average number at bank, server utilization). Use these to find both point and 
interval estimates for all 3 of the performance measures. Write a report summarizing your 
analysis. Include your Excel spreadsheet file with your report. 

e. Using your results of (c), estimate how many simulated values must be used to estimate 
the average time at the bank to 1 decimal place (error less than 0.05). 

f. Using your results of (c), estimate how many simulated values must be used to estimate 
the average number of customers at the bank to 1 decimal place (error less than 0.05). 

2. A baker is trying to determine how many dozens of doughnuts to bake each day. The 
probability distribution of the number of doughnut customers is as follows:  

Number of customers per day 5 10 15 20 
Probability 0.15 0.40 0.35 0.10 

Customers order 1, 2, 3, or 4 dozen doughnuts according to the following probability 
distribution: 

Number of dozen ordered per customer 1 2 3 4 
Probability 0.3 0.4 0.2 0.1 

Doughnuts sell for $3.50 per dozen. They cost $2.00 per dozen to make. All doughnuts not 
sold at the end of the day are sold at half-price to a local stale baked goods distributor. 
Mixing size constraints require doughnuts to be made in batches of 10 dozen.  

a. Create an Excel spreadsheet that will simulate the number of customers in a day and the 
number of dozens of donuts ordered for 20 possible customers. Use an IF() function in 
Excel to determine how many of the 20 customer orders actually occur during the day. 
For each of the possible batches that could be made, calculate the net profit that the baker 
would make that day for that many batches.  

b. Based on a 1-day simulation, how many batches (of 10 dozen doughnuts) should the 
baker make each day?  Be sure to clearly identify the performance measure you used and 
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how its values were obtained.  
c. Based on 50 days simulation, how many batches (of 10 dozen doughnuts) should the 

baker make each day?  Be sure to clearly identify the performance measure you used and 
how its values were obtained.  

d. Instead of simulation, use expected values of the distributions to solve part (b). That is, 
find the expected number of customers in a day and the expected number of donuts a 
customer orders. The product should be the expected number of donuts that are ordered 
in a day. Use this to determine the optimal number of batches for the baker. 

e. Discuss the relative merits of the solution techniques used in parts (b), (c) and (d).  
3. A retail company desired to know how many next year calendars to order. It costs $2.00 to 

order each calendar but the producer only sells them in lots of 50 calendars. The calendars 
will be sold by the company for $4.50. Unsold calendars are returned for $0.75. Based on 
previous years, the demand for the calendars has a distribution with values as follows. 

Demand 50 100 150 200 250 300 350 
Probability 0.01 0.06 0.24 0.38 0.24 0.06 0.01 

How many calendars should be ordered to maximize the profit?  Hint: Create a simulation 
model with the number ordered as an input parameter and then obtain estimates of the 
average profit for values of the number ordered between 100 and 400 with a step of 50. 

4. A large catalog merchandiser is planning to have a special furniture promotion a year from 
now. To do this, the company must place its order for the furniture now. It plans to sign a 
contract with the manufacturer for 3,000 chairs at a cost of $175 per unit, which the company 
plans to offer initially for $250 per unit. The promotion will last for eight weeks, after which 
all remaining units will be offered for sale at half the initial price, or $125 per unit. The 
company believes that 2,000 units will be sold during the first eight weeks.  
a. Based on these assumptions, setup an Excel spreadsheet model and determine the profit 

that the company expects from the promotion. 
Research suggests that the demand for the chair during the first eight weeks has a discrete 
distribution with values as follows. 

Demand 1,000 1,500 2,000 2,500 3,000 
Probability 0.10 0.24 0.30 0.25 0.11 

The number of chairs ordered and the price per unit are known, but the actual selling price of 
the chairs can be easily changed. The initial selling price will definitely be between $200 and 
$300, but we have no reason to believe that any one value is more likely than another in this 
range. Thus we assume the initial selling price of the chairs has a distribution as follows. 

Selling Price $200 $210 $220 $230 $240 $250 $260 $270 $280 $290 $300 
Probability 0.090 0.091 0.091 0.091 0.091 0.091 0.091 0.091 0.091 0.091 0.091 
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b. Simulate the special furniture promotion and obtain an estimate of the net profit the 
company might receive. 

c. Obtain both point and confidence interval estimates of the average profit that the company 
might expect from the promotion.  

d. Give a graphical (histogram) presentation of the estimated probabilities for possible net 
profits the company may derive from the special furniture promotion.  

e. Estimate the probability that the company will lose money on the promotion. 
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Partial Solutions 
2.  

rand #customer customer rand #doz actual 
0.8672 15 1 0.5279 2 2 

  2 0.8524 3 3 
  3 0.1761 1 1 
  4 0.0586 1 1 
  5 0.2113 1 1 
  6 0.9247 4 4 
  7 0.1059 1 1 
  8 0.5320 2 2 
  9 0.5260 2 2 
  10 0.3164 2 2 
  11 0.3251 2 2 
  12 0.5872 2 2 
  13 0.6896 2 2 
  14 0.8663 3 3 
  15 0.3629 2 2 
  16 0.6724 2   
  17 0.1793 1   
  18 0.8777 3   
  19 0.4062 2   
  20 0.8617 3   
     30 

 

  $2.00   $3.50  $45.00  
#batches #dozens cost to make #sold return profit 

0 0 $0.00  0 $0.00  $0.00  
1 10 $20.00  10 $35.00  $15.00  
2 20 $40.00  20 $70.00  $30.00  
3 30 $60.00  30 $105.00  $45.00  
4 40 $80.00  30 $122.50  $42.50  
5 50 $100.00  30 $140.00  $40.00 
6 60 $120.00  30 $157.50  $37.50 
7 70 $140.00  30 $175.00  $35.00 
8 80 $160.00  30 $192.50  $32.50 
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