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Abstract 

This paper attempts to replicate the research of Marchiori and Warglien (Marchiori & Warglien, 

2008). We create a neural network and, using the novel regret based learning rule proposed by 

the authors, simulate a variety of games in the network. We record the evolution of the network 

output, which is intended to mimic interactive learning in humans. We intend to add value to 

their research by creating a method by which parameters can be judiciously chosen, and add 

variations to the games and learning rules, which may model interactive learning in humans 

more accurately than the model proposed in the original paper. 
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1. Introduction 

1.1 Motivation 

Our goal is to realistically model human gameplay in a context of game theory. To be 

clear, we are not interested in building a neural network that converges to optimal results the 

quickest. Instead, we are after a model that will mimic the learning rate found in actual 

experimentation. 

1.2 Research Impact 

Replicating and adding to the results of Marchiori and Warglien has many uses in future 

modeling. This ranges from better prediction of hypothetical games between humans to an 

improved understanding of Behavioral Finance. 

 

2. Background 

2.1 Game Theory 

Economic models often assume that when agents, or human players or subjects, are faced 

with decisions, they always act in their own best interest. Game Theory takes this assumption a 

bit further, and attempts to analyze the outcomes of games played between players with limited 

or no information. To explain this further while motivating our research, we consider the well-

known “Prisoner‟s Dilemma” (Gibbons, 1992). 

The Prisoner‟s Dilemma poses the scenario as follows. Two men are arrested for a crime, 

but the police do not have strong enough evidence for a conviction. Immediately after the arrest, 

the individuals are put into separate rooms and are given the options to speak, or to remain silent. 

The police officer explains to each individual that if his partner betrays him while the individual 

decides to stay silent, the betrayer will go free, and the individual choosing to stay silent will 

serve a one year sentence. If both players remain silent, they will only be kept in jail for one 

month on a minor charge. If both players betray each other they will be kept for three months. To 

represent the outcomes for each player, we assign numerical values for the utility each person 

receives based on their allotted jail time. Thus, higher numbers in the table correspond to shorter 

sentence periods. For example, no jail time is represented by a 10 in the table and a jail time of 

one year is represented by a 2.   

 

 

 

 

 



Payoff matrix: 

Action Player B is silent Player B betrays 

Player A is silent 7, 7 2, 10 

Player A betrays 10, 2 5, 5 

 

By observing the outcomes, we see that the betray action is strictly dominant for both 

players. In other words, given any action of the other player, the other player would unanimously 

choose to betray the other. Thus, the cell with the 5, 5 payoffs is named the “Nash Equilibrium.” 

Now suppose that the presented game is played iteratively with the same conditions imposed on 

each iteration. 

A player is in Nash equilibrium, in the most general statement of the concept, when it is 

making the best decision it can make, taking into account the choices of the other people in the 

group, who are playing the game. It is important to note that the Nash equilibrium does not 

ensure the maximum payoffs for any subset of, or even an individual player in, the group. By 

making alliances, or targeting individual (or subsets of) players, certain players can maximize 

their payoffs. However, because of the nature of the games, and the context of the human 

experimental data that is available to us, we will not be studying games with more than two 

players, and the learning does not involve alliances or other complex strategies. 

2.2 Neural Networks 

The neuron, in the biological context, is a cell whose purpose is to transmit information 

by electrical or chemical means. There are an estimated 10
11

 neurons in the human brain, which 

communicate with other neurons, through an estimated total of 10
15

 neural couplings (also 

known as synaptic couplings), which are the connections formed between the axon terminals to 

the dendrites of the receiving cells. The 'firing' of an axon can be thought of both as the output of 

a neuron, and an input to a connected neuron. Communication, or signal transfer can occur via a 

diffusion process, in which neurotransmitters are passed from the axon terminals to the dendrites 

(Bishop, 1994).  

Neurons are understood to act in accord with an 'all-or-none' law, meaning that a neuron 

will either fire, or not; there is no intermediacy in the 'strength' of a neural signal. Although the 

strength of a signal is not measured in terms of amplitude, intensity of stimulation can 

correspond to the rate of neural activation. In addition to the number of interconnects in an 

organism, the architecture (how the neurons are spatially arranged), and the strength of 

individual connections are variable, and are subject to change when the environment or needs of 

the organism change. 



Artificial neural networks seek to model the biological framework. One of the most 

prevalent models for an artificial neuron is the Threshold Logic Unit (TLU) developed by 

Warren McCullough and Walter Pitts, also known as the McCullough-Pitts neuron. The 

McCullough-Pitts neuron takes input signals (real numbers), with corresponding real-valued 

weights (corresponding to the variable strength of individual connections) and takes a weighted 

sum of the inputs, sj (note: this quantity is often referred to as the 'local field' in literature 

regarding neural networks) (Bishop, 1994). 

 

    ∑     

 

   

 (1) 

wij corresponds to the weight from the i-th input, to the j-th neuron. 

xi corresponds to the value of the input from the i-th input. 

In the most general model, this sum sj is now compared against a threshold γ, analogous 

to a chemical activation potential. The final step is to take this (sj – γ) value and pass it through a 

transfer function to obtain the output of the individual neuron. In keeping with the 'all-or-none' 

nature of actual neurons, a step function might be used. The other common transfer function is 

the sigmoidal transfer function, whose output can more readily be interpreted as a firing rate. 

Generically, the output oj is 
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f is a real-valued function. 

This neuron output may then be interpreted by another neuron, as an input. Feed-forward 

network architectures have an input layer, which feeds information to optional 'hidden' layers, 

which then feed information to the output layer. When the transfer f of the output layer of 

neurons is a step function, and there are no hidden layers, the neural network is often called a 

perceptron. The most common application of such feed-forward neural networks is that of a 

classifier. Our neural network does not contain any hidden layers, and can be classified as a 

single layer, feed-forward network, which uses the sigmoidal transfer function  ( )       ( ). 

The output value on our perceptrons corresponds to propensities to play a certain action. 

Strong stimulation from the input values (corresponding to strong neural couplings wij) to a 

given output oj, will cause the output value to rise, and subsequently increase the „firing‟ rate of 

the neuron, as is true in the biological setting. 

 



2.3 Prior Literature 

 There were numerous articles and studies that were used to create this model.  Some of 

the most relevant ones include (Erev & Roth, 1998). This study was the most relevant, since it 

provided with the methodology that was used as a basis for our model.  Another useful study was 

(Malcolm & Lieberman, 1965). This reading provided with the choice frequencies used on this 

experiment that were used for the initial conditions to test the model‟s behavior.   

Other works including an additional piece by Erev and Roth were instrumental in the 

execution of the model (Erev & Roth, 1998).  The work talked about reinforcement learning, so 

we used it to compare the results from that study, which did not use regret based learning, to the 

regret based model. This served as a point for comparison to more traditional models that did not 

use regret. 

 

3. Empirical Design 

3.1 Novelty in “Predicting Human Interactive Learning by Regret-Driven Neural Networks” 

Marchiori and Warglien incorporate a new aspect of learning into its model compared to 

previous works (Marchiori & Warglien, 2008). In addition to taking into account such factors as 

a player‟s payoffs, their opponent‟s payoffs, and propensities to play different actions, the paper 

introduces regret. The factor of regret is incorporated due to the belief that it plays a role in a 

person‟s decision making. After choosing an action and experiencing its payoffs, a person would 

theoretically experience some sort of regret, whether that is no regret or a high magnitude of 

regret. While regret has a negative connotation there is a possibility that a player can experience 

good regret. When a player makes a good decision, the regret then reinforces that the player 

chooses the same action. To simulate this in the model, the paper looks to incorporate regret as 

an equation that computes the difference between the maximum and actual payoff experienced 

by a player. With the incorporation of this novel idea, the paper hopes to better model human 

behavior and interactive learning. 

 

3.2 Methods 

The algorithm used for this model involves a turn based repetition calculation in which 

the initialized values are randomized and new generated values are based on previous values. 

Qualitatively this signifies a player who has no previous experience in the game and is using 

solely repetition to learn his optimal strategy. To help explain and evaluate the algorithm the 

Prisoner‟s Dilemma example will be used in the model. The model can be broken down into 6 

parts: 

 

 



1.       Randomization of Initial Inputs and Weights 

2.       Generation of Outputs 

3.       Decision from Stochastic Choice Rule 

4.       Make an Action 

5.       Check Action against Best Possible Action 

6.       Update Weights and Repeat Process 

For the first part the initialization of inputs and weights, the inputs are the payoffs of the 

game matrix while the in weights are initially randomized as a uniform number between zero and 

one. The figure below gives a pictorial example of the network architecture. The circles represent 

inputs (or payoffs) and outputs while the number above the lines represent initial random 

weights. 

 

Figure 1:  

A pictorial example of the architecture of the artificial neural network created for the Prisoner‟s Dilemma 

Given the initial values, the outputs can be calculated by a hyperbolic tangent 

transformation, given as Equation 1. These outputs can be viewed as the propensities to choose a 

certain action. This transformation is a standard neural network transformation normally referred 

to as an activation or transfer function. The purpose of this activation function is to transform the 

properties of the network into a simplified bounded value between -1 and 1 
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Following the example of Prisoner‟s Dilemma the network architecture is adjusted and 

the output values are calculated setting the scale parameter β=0.1 (see figure 2). 



 

Figure 2: 

Network architecture with the calculated outputs added 

The decision process is based on our Stochastic Choice Rule, or deciding the action based 

on calculating uniform probabilities and a random choice. The output vector is normalized and 

probabilities are calculated using 
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Given these probabilities a uniform random number between 0 and 1 is generated and 

based on its value an action is chosen. Using this example Equation 2 yields probabilities of 0.48 

and 0.52 and the choice value was randomly determined to be 0.59 (MATLAB rand command). 

Given these values, two ranges can be created [0, 0.48] and [0.48, 1] where the length of each 

range is equal to the given probabilities. Since the choice value lies between the second range, 

the bottom action is chosen. 

The next step involves comparing the action chosen to the best possible choice. This bit 

accounts for the regret. If the action chosen is the best possible action the ex-post best response 

value (ti(a
-k

) ) takes on the value of +1 and if the action chosen is not the best possible value the 

ex-post best response takes on a value of -1. In addition, the regret value is calculated. In this 

paper we write the regret of a player as a function of the payoffs 
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Given all these calculated the weights can be changed for the succeeding steps. The 

change weight function is the most important part of the model‟s architecture, as it takes into 

account all the properties of both the input and output nodes. The equation for the change in 

weight is 

        
  [  ( 

  )    ]   
 (  

     )       (6) 

In equation 6, the parameter λ is used as a scale parameter. This parameter takes into 

account the learning rate of the model. The larger this parameter the quicker the model converges 

on the correct response. Analysis of the parameters λ and β can be found in the Discussion 

section.  



4. Empirical Tests and Results 

 

The following graphs plot the neural network’s normalized propensities to play (probabilities), 

as determined by the stochastic choice rule, over successive iterations of play. 

Iterated Dominant model (payoff matrix is presented in the conclusions) 

 

Figure 3: 

A visual representation of the normalized probabilities to choose Action 1 after 1000 iterations for the Iterated 

Dominant game. Note: Player A‟s propensity to play Action 1 is much higher than Player B‟s propensity. 

 

Normalized frequencies of action 1 probabilities, at 1000th iteration 

Player A - 0.8689 

Player B - 0.1849 

(Note: action 2 frequencies are the complements of the above, since there are only two actions) 

 

 

 

 



Prisoner‟s Dilemma (payoff matrix is presented in the conclusions) 

 

 

Figure 4: 

A graphical representation of the normalized probabilities for a player to choose Action 1 after 1000 iterations for 

the Prisoner's Dilemma game. Note: Player A and Player B both have low propensities to play Action 1 which 

would translate to a high propensity to play Action 2. 

 

Normalized frequencies of action 1 probabilities, at 1000th iteration 

Player A - 0.1197 

Player B - 0.1197 

 

 

 

  



ERSB G1 (payoff matrix is in the appendix) 

A 

 

   B       C 

 

Figure 5: 

A: A visual representation of the normalized propensities to play Action 1 after 1000 iterations for the ERSB G1 

game. Note: The propensities to play Action 1 fluctuate for both players. B: Graph of average propensities to play 

action 1 comparing the empirical and experimental probabilities (with a minimized mean-square-deviation [MSD]). 

C: Propensities to play action 1 with the optimized parameters (which produce the minimal MSD, with respect to 

empirical probability values). 

 

ERSB G1 action 1 probabilities 

 Experimental (1000-th iteration) Nash equilibrium (supplied by authors) 

Player A 0.4777 0.49 

Player B 0.4721 0.16 



M & L Game (payoff matrix is in the appendix) 

 

Figure 6: 

A graphical representation of the normalized propensities to play Action 1 after 1000 iterations for the M & L 

Game. Note: Each player's propensity to play Action 1 fluctuates around the 50% mark. 

 

 Experimental (1000-th iteration) Nash equilibrium (supplied by authors) 

Player A 0.7437 0.75 

Player B 0.4627 0.25 

 

(Note: Another learning metric we recorded but did not reproduce in this paper was the average 

frequency over 125 iterations. This game produced average frequencies of 0.5 for both players.) 

  



3x3 Game: 

   A       B 

 

C 

 

Figure 7: 

A graphical representation of the normalized propensities for the 3x3 game over 1000 iterations. Figures A, B, and C 

represent the propensities to play Actions 1, 2, and 3 respectively. Note: The results show a higher propensity to 

play Action 2 for both players.  

 

  



5. Summary and discussion 

5.1 Preliminary Conclusions 

The purpose for the model is to simulate learning given a player‟s possible payoffs and 

the payoffs of the player‟s opponent. By changing the weights given towards performing each 

action, the model attempts to converge on performing an optimal action. Running the model 

proves to be successful while in its preliminary stages. When given inputs from a payoff matrix 

and random initial weights, the learner function effectively incorporates the Change_weights, 

decide, and post_bi_generator functions to create greater propensities to choose optimal actions 

after N iterations (see Appendix for MATLAB functions). The function additionally takes values 

for the parameters λ and β. λ and β are parameters used to represent a player‟s learning rate for 

the model. They can be adjusted with every model to help determine an efficient learning rate 

when running each model. Larger numbers for λ result in an extremely quick convergence to an 

action while smaller values result in a gradual convergence to an action.  

With regret equaling 0.6, and λ and β equaling 0.1 running the Prisoner‟s Dilemma game, 

the learner function demonstrates a convergence on both players choosing action two (see Figure 

4). As shown in the diagram below, this equates to the players being more likely to betray each 

other when acting out the game over 1,000 iterations. This particular outcome became more 

prone to being selected due to it providing the least amount of jail time given both players‟ 

actions (3 months each). In addition, the Prisoner‟s Dilemma represents a strictly dominant 

model. That is, each player will choose to betray the other player regardless of the other‟s action. 

This makes the convergence of function very quick since both players always choose the same 

action every time regardless of their opponent‟s strategy.    

Prisoner’s Dilemma Payoff Matrix: 

Action Player B is silent Player B betrays 

Player A is silent 7, 7 2, 10 

Player A betrays 10, 2 5, 5 

Table 1: 

Visual representation of the payoff matrix for the Prisoner's Dilemma game. Each player's best action given 

the other player's action is underlined with Player A's payoffs represented by the numbers on the left. Note: The 

Nash Equilibrium of the game is represented by bolded numbers. 

 

Furthermore, the learner‟s function provides the optimal set of actions for both players in 

the iterated dominant strategy game when given the same regret, λ, and β values mentioned 

above. As the diagram below illustrates, player A is more likely to choose action 1 while player 

B is more likely to choose action 2. The choices are made based off of the player‟s desire to earn 

the maximum payoff possible. The learners function mimics this outcome through changing the 

weights to choose each action that gave each player their highest quantitative payoff. In this 

particular example, player A would always choose action 1 regardless of the other person‟s 



actions. Player B would then converge on choosing action 2 after finding, that after numerous 

iterations, that player A only chooses action 1. This is a result of the game providing a strictly 

dominant outcome for only one player while allowing the other player to adjust its strategy 

accordingly
 
(Gibbons, 1992). 

Iterated Dominant Payoff Matrix: 

Action Player B chooses Action 1 Player B chooses Action 2 

Player A chooses Action 1 1, 0 1, 2 

Player A chooses Action 2 0, 3 0, 1 

Table 2: 

A visual representation of the payoff matrix for the Iterated Dominant game. Each player's best action given the 

other player's action is underlined with Player B's payoffs represented by the numbers on the right. The Nash 

Equilibrium of the game is represented by bolded numbers (Gibbons, 1992). 

 

As a result, the convergence on the correct set of actions proves to be quicker in the 

prisoner‟s dilemma game when compared to the iterated game. This comparison can be made 

since both models were using the same learning rate and regret for both players. Therefore the 

learners function proves to not only converge on the optimal set of actions for two players in a 

game, but additionally proves that a person is capable of converging at a quicker rate given a 

game with a simpler strategy; both players having strictly dominant strategies as opposed to only 

one. 

Running a matrix larger than a 2x2 matrix also proves to provide correct convergences on 

actions. Using a 3x3 payoff matrix resulted in both players having a higher probability in 

choosing to pick action 2. This result is indicative of the Nash Equilibrium for the matrix. The 

correct result from the function proves that it can successfully determine an outcome as long as a 

square payoff matrix is provided.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

3x3 Payoff Matrix: 

 

Action  Player B chooses 

Action 1  

Player B chooses 

Action 2  

Player B chooses 

Action 3  

Player A chooses 

Action 1 

  

73,25 57,42 66,32 

Player A chooses 

Action 2  

 

28,27 63,31 54,29 

Player A chooses 

Action 3  

80,26 35,12 32,54 

Table 3: 

The table is a representation of the payoff matrix for a game involving 3 possible actions for each player. 

Each player's optimal payoff is underlined given the actions chosen by the other player. Note: The Nash Equilibrium 

of the game is represented by the bolded numbers 

 

Given the conclusions drawn from the results of the learners function, there are several 

improvements to be considered. One limitation to the current function is that the λ and β values 

need to be assigned for each game. Finding a way to determine an optimal λ and β value could 

reduce the number of trials needed to find a learning rate that provides the most efficient results. 

Additionally, the current function takes a single value for regret at the beginning of each game. 

Generating a true regret value based on maximum and current, experienced regret could provide 

more realistic results. By incorporating these minor changes, the learners function and the model 

itself could become even more efficient in modeling interactive learning.  

6. Proposed additions 

Dynamic games 

 

 In the interest of measuring the robustness of our model, we created games that we felt 

better modeled reality. In the prisoner's dilemma, the scenario where both players chose to 

confess one's crime was the equilibrium, and our model reflected that. However, in human 

learning, we realize that the payoff matrix is not static, in terms of long term payoffs. Take, for 

example, the case where a confession will implicate a syndicated criminal organization. 

Although the short term payoff matrix, is static, in that the detainee will receive a lighter jail 

sentence if he confesses (higher payoff incentive to confess), he may be subject to violent 

retribution if he pursues this option (which can be interpreted as making the wrong decision, 

since a lengthier jail sentence is arguably more pleasant than the pain of being attacked). 

  

 We implemented this notion of “snitches get stitches,” where a given player will 

intermittently receive a negative feedback stimulus, by reversing the signs of the post-bi vector 

(which, determines the sign of the weight changes, and can be interpreted as the index which 

marks whether or not a choice was the optimal one. The post-bi vector is assembled as follows: 1 



is assigned to the row corresponding to the choice with the best payoff for the player in question, 

given the opponent's choice, and -1 is assigned to the rows corresponding to all other choices. By 

reversing the signs and increasing the magnitudes of the post-bi, we are able to send the signal 

that the choice which would ordinarily be considered to be profitable is very (due to the 

magnitude increase) harmful, and all other choices are very (again, due to the magnitude 

increase) beneficial. 

  

Although we believed that this would engender a spirit of cooperation in the network, we 

found that its convergence to the scenario where both players confessed their crimes was only 

intermittently disturbed, and made unstable for a few iterations. 

 

Preliminary Results: 

Note: Negative feedback is not dispensed at the same time for both players, but is dispensed at a 

single average rate, for both players. 

 

 

Figure 8:  

Propensity to remain silent presented in blocks, for a dynamic game of prisoner‟s dilemma (PD) with an average 

negative feedback dispensation rate of 5%.  

 

Above we see the non-cumulative average propensities to play action 1 (remain silent), 

which we are attempting to increase, so that they players may cooperate and arrive at the 

scenario where they both remain silent. In the above graph, the negative feedback for playing the 

“correct” move was dispensed on average 5% of the time. The graph indicates a very unstable 

player, whose decisions are not predictable, and do not show signs of converging. 

 



 
Figure 9:  

Cumulative average propensity to remain silent, for a dynamic PD game, with an average negative 

feedback dispensation rate of 5%. 

 

Here, we see the cumulative average propensity to play action 1. Recall that without the 

addition of intermittent negative feedback, the propensity to play action 1 was just above 0.1. 

With the implementation of a dynamic game, this network plays this action, over 30% of the 

time, on average. 

 

 
Figure 10:  

Propensity to remain silent presented in blocks, for a dynamic PD game with an average negative feedback 

dispensation rate of 10%. 

 

Doubling the frequency of negative feedback dispensation results (to 10% on average) 

results in the above non-cumulative propensity plot. Note that while it is almost equally noisy 



and unstable as the case when the dispensation rate was 5% on average, the center (or average 

value) of this graph appears to be higher, and there appear to be more instances of the network 

leaning strongly toward the option of confessing. This is confirmed in the below graph, which 

plots the cumulative average. 

 
Figure 11:  

Cumulative average propensity to remain silent, for a dynamic PD game, with an average negative 

feedback dispensation rate of 5%. 

 

 

Here, we see that when the network receives a negative feedback, intermittently (10% of 

the time, on average), the average propensity to remain silent (action 1) is over 0.5 for both 

players, indicating that the network plays the cooperative strategy more than half the time. This 

successfully models the reality we observe, as the static nature of a payoff nature is overly 

simplistic, in that it only considers immediate payoffs, with no regard for future inconveniences 

caused by a certain action. 

 

Potential for future exploration 

 

The average frequency dispensation of negative feedback for objectively correct 

decisions (above, we considered 5% and 10%) can be thought of as the skepticism, or lack of 

optimism of the player in a network. It's conceivable that when attempting to model reality, we 

may come across individuals who are not identically disposed toward the world, in terms of their 

optimism toward it. We can attempt to simulate how players with different levels of skepticism 

will interact when playing a game, by creating individual average frequencies of negative 

feedback dispensation, and running a simulation. 

 

Pre-processing of the input matrix 

 

 In attempt to create a network that would act with the objective of maximizing not only 

its own success, but the success of its 'opponent' (or friend, now), we implemented a procedure to 

modify the static game matrices to reflect the mindset of an player with such a philosophy. The 



advantage of such an approach, if successful, is that the weight adjustment formula can remain 

unchanged, and the pre-processing needs to occur only once, and will not add to the 

computational cost or runtime. 

  

Our implementation of pre-processing is intended to reward players for actions which 

have a minimal discrepancy of rewards between players. To simulate a sympathetic player, a new 

parameter, 'sympathy,' was introduced. This parameter is responsible for the sensitivity of the 

player to the discrepancy between its payoff, and the payoff of its friend/opponent. Before any 

games are simulated, the payoff value associated with every element of a player's payoff matrix 

is weighted by an exponential that decays as the discrepancy between the player's payoff and its 

opponent's payoff increases. If there is no discrepancy between the players' payoffs for a given 

combination of actions, then the payoff values in the cell corresponding to that combination is 

unchanged. 

  

The modified payoff (for player A) is given by the below equation: 

 

 𝐴(𝑖 𝑗)𝑓   𝐴(𝑖 𝑗)0   
 𝑠  𝑝𝑎𝑡ℎ  |𝑃𝐴(   )0 𝑃𝐵(   )0| 

 

 

PA(i,j)f is the modified/processed payoff for player A, when it chooses action i, and its opponent 

chooses action j. 

 

PA(i,j)0 is the un-modified/standard payoff for player A, when it chooses action i, and its 

opponent chooses action j. 

 

  

The algorithm does require that a given player have access to the other's payoff matrix (in 

addition to its own), which may not be as realistic as real games, but we utilize this information, 

because the authors of this player allow the networks to have access to this information. 

 

Preliminary Results: 

  

We studied the effects of pre-processing most extensively with the Prisoner's Dilemma. 

Using the payoff matrix previously reproduced, we implemented the pre-processing of the 

matrix. Recall, that with an unmodified game matrix, the unequivocal equilibrium of action when 

both players chose action 2 (confess their crime). When we implemented pre-processing, using a 

'sympathy' value of 1, we obtained graphs that indicated that the players did not reach an 

equilibrium, but acted in an oscillatory manner, indicating that they were more flexible in trying 

new options. 

  

Because the choices are made randomly (and, without a seed), trends in output graphs 

differed. However, we observed that many sets of trials resulted in both players tending to 

remain silent (as opposed to the previous equilibrium), since the payoff when they confessed had 

been reduced, in the case when the other player remained silent (see Figures 14-16). 

Furthermore, we observed that the players' actions, as was the case in the un-modified simulation 



of this game, tracked each other, but this tracking did not force an equilibrium (as it did, in the 

un-modified game). 

  

 
Figure 12: 

Plot of propensities to remain silent for two players with a pre-processed game matrix, with a sympathy 

value of 1. 

 

Previously, when a player confessed, or spoke, the opposing player was forced to confess, 

as it was his best recourse (as opposed to remaining silent, which had the risk of a payoff 

discrepancy of 8. It appears that the pre-processing on the matrices modifies this response in the 

network, and promotes the search for courses of action in which there is less payoff discrepancy 

between players. Recall, action 1 is the action to remain silent. There are two periods (N<250, 

and 450<N<850) when the two players are at what is a 'secondary equilibrium,' in which both 

players remain silent and receive the same payoff. (Note: because of the noisy appearance of 

these graphs, future information will be presented in terms of non-cumulative averages of 

blocks) 

 

 To investigate whether or not there was a critical value of sympathy that would promote 

an equilibrium solution (such as both players remaining silent) other than the original 

equilibrium (both players confessing), we ran multiple simulations with different sympathy 

values to better understand the relationship between output propensities and sympathy values, 

when the payoff matrices underwent pre-processing. 

 



 
Figure 13:  

Plot of propensities to remain silent for two players with a pre-processed game matrix, with a sympathy value of 

0.01. 

 

 

 
Figure 14:  

Plot of propensities to remain silent for two players with a pre-processed game matrix, with a sympathy value of 0.1. 

 

  



 
Figure 15:  

Plot of propensities to remain silent for two players with a pre-processed game matrix, with a sympathy value of 1. 

 

 

 

 
Figure 16:  

Plot of propensities to remain silent for two players with a pre-processed game matrix, with a sympathy value of 5. 

 

 

 With all other parameters fixed, it was observed that the effects of adding sympathy 

saturated after a certain point. It appears that decreasing the payoffs for the situation in which 

one player remained silent while the other confessed was enough to modify the equilibrium 

present when sympathy was absent from the game (or negligible, as was the case when sympathy 



= 0.01). 

  

As we increased the sympathy parameter beyond 1, the outputs of average propensities 

had similar shapes and trends, as the exponential function we used had effectively decreased the 

payoffs for the actions in which players chose different actions (the (10,2), or (2,10) choice) to 0, 

for both players (since exp(-8) is less than one-thousandth). 

 

 

Potential for future exploration 

  

Because sympathy can drastically affect the shape and trend of the players' propensities 

to play any given action, we could modify parameter_selection to vary values of sympathy, to 

find an optimal value of sympathy, that would better match output curves. However, this would 

increase the size of the input parameter vector to 3, which would definitely increase the amount 

of time and computation required to perform a thorough sweep of the parameter space. 
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8. Appendix 

The below games were provided to us by the authors of the paper in their Supporting Materials 

ERSB G1 (Erev & Roth, 1998) 

Action Player B chooses Action 1 Player B chooses Action 2 

Player A chooses Action 1 0.77 0.35 

Player A chooses Action 2 0.08 0.48 

Table 3: 

A visual representation of the payoff matrix for the ERSB G1 game. The values in each square are the same for both 

Player A and Player B. 

 

M&L game (Malcolm & Lieberman, 1965) 

Action Player B chooses Action 1 Player B chooses Action 2 

Player A chooses Action 1 (3,-3) (-1,1) 

Player A chooses Action 2 (-9,9) (3,-3) 

Table 4: 

Visual representation of the payoff matrix for the M&L game. Player A's payoffs are represented by the numbers on 

the left of each block and Player B's payoffs are represented by the numbers on the right 

 


