
Project Description

• Our goal is to realistically model human gameplay in a context of game 
theory. 

• We are interested in a regret-based learning model that would quickly 
converge to the results of human experiments. 

• The model, introduced by [1], uses neural networks to represent 
gameplay.

• Replicating and adding to the results of Marchiori and Warglien has many 
uses in future modeling ranging from better prediction of hypothetical 
games between humans to an improved understanding of Behavioral 
Finance.

 
Process[1]

1. Initialization of Inputs and Weights

 

2. Generation of Outputs

 

3. Decision from Stochastic Choice Rule

4. Make an Action 
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5. Check Action against Best Possible Action

 

6. Update Weights and Repeat Process

Results

 

Additions 
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Figure 5: Regret is calculated as the difference between the 
maximal payoff and the payoff of the action chosen. If the 
action chosen is the best possible action, the ex-post best 
response value (ti(a-k) in Eq. 5) takes on the value of +1. If 
the action chosen is not the best possible value, the ex-post 
best response takes on a value of -1. 

Figure 6: The change weight function is the most important 
part of the model’s architecture, as it takes into account all the 
properties of both the input and output nodes. The parameters 
λ and β represents the learning rate of the model.  

Figure 1: Pictorial example of the network architecture of 
Player 1. The circles represent inputs (or payoffs) while the 
number above the lines represent initial random weights. [1]

Figure 2: Given the initial values, the outputs can be calculated 
by a hyperbolic tangent transformation. These outputs can be 
viewed as the propensities to choose a certain action. 

Figure 3: Calculated outputs using the transformation function.

Figure 4: The output vector from Figure 3 is normalized and 
probabilities are calculated using this Stochastic Choice Rule.  

Given the probabilities generated from Figure 4, two ranges 
are created for each action (the union of which is [0,1]). Then, 
a number is generated from the continuous uniform 
distribution between 0 and 1. The action which contains the 
generated number is chosen.

Figure 7: Plots of normalized propensities to play action 1 over successive 
iterations. On the left is a game where player 1 has a dominated strategy 
(to play action 1), and on the right is the prisoner's dilemma (where action 
1 corresponds to remaining silent).

Figure 8: Plots of normalized propensities to play action 1 over successive 
iterations (left) with optimized parameters. On top, are the outputs for the 
ESRB Game 1 [2], and on the bottom are the outputs for the dominated 
strategy. On the right are plots of the empirical and observed data, with 
minimal mean square deviation, which yielded the optimized parameters.

Figure 10: Propensity to remain silent presented in blocks (left), and as a 
cumulative average (right) for a dynamic Prisoner's Dilemma game with an average 
negative feedback dispensation rate of 10% (unsynchronized between players). 
Note that the players have over 5 times the propensity to cooperate than they 
would without the addition of intermittent negative feedback.

Figure 9: Plot of propensities to remain silent for two players with a pre-
processed game matrix, with a sympathy value of 1, presented as a non-
cumulative average of blocks of 25 iterations (left) and as a cumulative average 
(right). Note that the players have almost 6 times the propensity to cooperate 
than they would without the addition of sympathy.

Sympathy (pre-processing of game matrix)

Dynamic Games

In an effort to capture the cooperative behavior that we encounter in 
reality, we added a parameter called sympathy, that adjusts the values of 
the payoff matrix to “punish” actions which result in a reward discrepancy 
between the two players.

PA(i,j)f  is the modified/processed payoff for player A, when it chooses action i, and its opponent chooses action j, and 
PA(i,j)0  is the un-modified/standard payoff for player A, when it chooses action i, and its opponent chooses action j. The 
discrepancy between payoffs in the standard matrix is determined by the quantity |PA(i,j)0 – PB(i,j)0|.

Although some payoffs may have a higher immediate reward than others, 
in the long term, the choices that result in high payoffs may have negative 
consequences. To model this, we intermittently dispensed negative 
feedback to players who made the correct decision.
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