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Abstract— It has been shown that the Rapidly Exploring
Random Tree algorithm is complete – both probabilistically and
in the sense of resolution; however little analysis exists on the
rate of convergence. The primary contribution of this paper
is to present a model of state space coverage as a function
of the number of nodes in the tree, for holonomic systems
in expansive configuration spaces. Based on two simplifying
assumptions, we develop a stochastic difference equation, whose
expected value exponentially converges to one as the number of
nodes increases. The convergence rate is related through a closed
form expression to the step size and a Lipschitz constant. Using
a grid-based coverage measurement, we present experimental
evidence supporting the model and assumptions across a range
of dimensions and parameter choices. We end with a breif
discussion of how the model could be extended to non-holonomic
systems and configuration spaces with narrow passages.

I. I NTRODUCTION
Randomized algorithms, such as Probabilistic Road
Maps (PRM) [2] [13], Rapidly Exploring Random Trees
(RRTs) [19] and their variants [4], [16], [3], are a powerful
and practically important class of motion planning methods
that have been used to address a variety of real world problems
successfully. Their appeal lies in their ability to address
large or complex problems in an incremental fashion [17].
In contrast, deterministic, computational geometry-type approaches to motion planning (for example [6]) suffer from
well known complexity limitations because they attempt to
explicitly construct and manipulate the free configuration
space. However, the price of this incremental approach is
a reduction in completeness. Most computational geometrytype algorithms are algorithmically complete – meaning that
they are guaranteed to find a solution to a problem if one
exists; or report none exists upon termination. They are also
guaranteed to terminate in finite time. Randomized methods
sacrifice algorithmic completeness for weaker Probabilistic
Completeness [18] - meaning that if a solution exists, the
probability that it is found approaches one as the number of iterations approaches infinity. While establishing an algorithm’s
probabilistic completeness is of great theoretical importance,
it tells us nothing about the rate of convergence. Little work
has been done to enhance the theoretical foundation of RRTs,
in this regard.
From a practical point of view, understanding the expected
rate of coverage would be useful for planning problems in
which it is not known a priori if a solution exists. Because,

as long as no solution is found, the algorithm has no standard
termination criteria. Therefore the roboticist must use experience and intuition to decide when to stop the search. It would
be nice to be able to say, for example, that after 100, 000
nodes have been added, the space has been 99.99% explored.
This paper presents an analysis of the coverage rate of
the RRT algorithm [19], [20]. Coverage rate is defined here
as the change in the volume fraction of the state space
that has been explored, as a function of the number of
nodes in the tree. Based on two simplifying assumptions,
we develop a stochastic difference equation which models
the coverage of holonomic systems operating in expansive
spaces. Our main result is that the expected value of coverage
is exponential in the number of nodes. While this class of
systems is admittedly limited, it enhances our theoretical
understanding of the algorithm and can be used as a base line
for comparing algorithmic enhancements. We then present
experimental evidence supporting the model and assumptions.
A grid-based method is used to approximately measure the
coverage; and the model is applied with good agreement
across a variety of dimensions and parameter values.
The remainder of this paper is organized as follows.
Section II provides a problem statement, reviews the RRT
algorithm, and surveys related work. Section III presents
the main analysis of the convergence rate for holonomic
systems in expansive spaces. The result is validated against
experimental computational data in Section IV. Section ??
suggests some applications of the model, as well as ways in
which it could be extended to non-holonomic systems and
configuration spaces with narrow passages.
II. BACKGROUND
Problem 2.1: Given:
N
• the free state space X ⊂ R ;
0 f
• a compact time interval, T = [t , t ];
0
• a compact set of possible initial states X ⊂ X;
M
• a compact set of input values U ⊂ R ;
• dynamics ẋ = f (x, u), Lipschitz in x ∈ X and u ∈ U ;
• a compact goal set S ⊂ X.
Find a function u : T → U (if one exists) such that, when
the state evolves from x ∈ X 0 , and is restricted to lie in X,
it produces a trajectory such that ∃t∗ ∈ T |x(t∗ ) ∈ S.
Note that, in this paper we strictly focus on versions of this
problem in which the dynamics f (x, u) are holonomic; and

2

X, while not necessarily simply connected, is expansive as
defined in [10].
A Rapidly-exploring Random Tree (RRT) is an incremental
randomized search algorithm that is designed for a broad
class of motion planning problems [19]. It utilizes a treelike data structure, T , whose nodes are points in the free
state space x ∈ X, and whose edges are constant inputs
u ∈ U connecting two states in time step ∆t. The advantage
of the RRT algorithm is that it works directly with the set
of admissible inputs and is therefore applicable to systems
with complex dynamics. It is well suited to the problem
of quickly searching high-dimensional spaces that have both
algebraic and differential constraints. A second advantage is
that it biases the exploration toward unexplored portions of
the space by randomly sampling points in the state space and
incrementally pulling the search tree toward them, reducing
the size of largest Voronoi regions as the tree grows [20], [21].
Many variants of the algorithm have been introduced. While
we consider holonomic system in this paper, our ultimate
goal is to extend the analysis to a richer class of problems
(i.e. non-holonomic systems). Among other things this often
precludes bi-directional searches and requires the use of a
local planner, numerical integration method and limited time
step size. To that end, we have chosen the forward search
version of the Rapidly Exploring Random Tree (RRT) method
presented in [18] (Chapter 14, page 834), to implement and
analyze. This extension of the original RRT is capable of
solving problems with differential constraints. Consider the
outline in Algorithms 1 and 2. The algorithm is randomized
because it is driven by the random variable X rand , with
sample space X and density function p(xrand ). We assume
the uniform distribution is used, since it is by far the most
common choice in the literature. ρ(·, ·) is a distance function
defined according to some suitable (pseudo) metric, used to
judge the proximity of two states. In addition the algorithm
utilizes any numerical integration technique that can simulate
the system’s response to piecewise constant inputs, unew in
order to generate xnew . A more difficult issue is how to select
unew . In this paper we assume, it is possible to exploit the
problem structure to determine a value using a local planner
(i.e., small time ∆t). Alternatively, the set of admissible input
values U may be approximated by a discretized set Ū ; and
unew can be selected from a countable, but possibly very
large, search space. In such a case it is possible for Extend
to fail to generate a new tree node, if all possible values in
Ū have been explored from that particular xnear . We do not
consider such resolution issues in this paper.
The RRT algorithm was shown to be probabilistically complete in [19], with some discussion of the odds of discovering
narrow passageways in [20]. In [7] the RRT algorithm, with
some technical modifications, was shown to be resolution
complete – meaning that accounting for discritization effects
in time, input and the state space the algorithm is guaranteed

Algorithm 1 Generate RRT: T (Based on [18], Chapt. 14)
Initialize RRT: T
T .addVertex(x0 )
while 6 ∃x ∈ T S do
Extend(T )
end while
Algorithm 2 Extend(T )
xrand ← X rand
xnear ← arg minx∈T ρ(x, xrand )R
∆t
unew = arg minu∈U {ρ(xnear +
f (x, u)dt, xrand )}
R
∆t
new
near
new
x
=x
+
f (x, u
(t))dt
if xnew 6 ∈T then
T .addVertex(xnew )
T .addEdge(unew , xnear → xnew )
end if

to find goal sets of a certain minimum size. In [22] several
interesting observations regarding the variance in coverage
rate were reported. However, surprisingly little attention has
been directed at developing predictive models for the rate at
which the free space is covered or explored by the tree.
Of course this is partially because, in practice, the goal of
such methods is not necessarily to explore the entire state
space but rather to find a sequence of inputs from x0 to S
as quickly as possible. Indeed many adaptive methods and
enhancements to the RRT (such as [5], [1] and [14]) improve
performance without necessarily improving the coverage of
the state space.
From a theoretical point of view, the solution time (vice
coverage) has been an analyzed before – both for the RRT [20]
and other randomized planning algorithms [12]. Typically in
such “path finding” approaches, a particular path of interest
is identified (ex. a path connecting a specific initial state to
a specific goal state). Given some constants capturing the
properties of this path, such as length and obstacle clearance
within the configuration space, one determines the odds of
discovering a homotopically equivalent path as a function of
the number of sample nodes. The approach was generalized
in [15] to include more abstract metric spaces. The approach
is of great theoretical importance since it addresses known
challenges in finding paths through narrow passageways in the
free-space. In this paper we borrow the notion of expansive
spaces from [11], [10] to formalize the notion of narrow
passages.
Despite its natural connection to pragmatic goal of finding a solution quickly, “path finding” analysis has several
limitations. First, in realistic applications, one can rarely
identify such paths of interest in advance. Second, assuming
a path is identified, many of the constants used in establishing
convergence bounds may be impractical to compute. Finally,
the approach is extremely sensitive to the problem definition.
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In particular, a small perturbation in the location of the initial
state or goal state can dramatically alter which areas of the
state space are considered “interesting”.
We believe that a space covering approach to analysis overcomes some of these challenges. Space covering approaches
attempt to determine the probability of finding all possible
paths [11], [10]. Because a “path of interest” does not need
to be identified limited a priori knowledge is required. More
importantly, the approach is insensitive to perturbations in the
initial and goal configurations. Analyzing coverage is akin to
considering worst case solution times.

connected to, from any existing node in the tree, in a
single iteration. It is used to define coverage. Note that
if the intersection of the explored set and the goal set
S is non-empty, the algorithm can terminate.
3) The Reachable Set, is defined as R = R(x0 , T ). It is
is the set of all states that can possibly be explored
from initial condition x0 within the given time interval
T = [to , tf ]. It is a superset of the Explored Set.
Using this notation we define the Covered Volume Fraction,
or coverage for short, of a tree with K nodes as
CK =

III. A NALYSIS
In this section, we define what we mean by “exploring” the
state space, and present a stochastic model of this process.

µ(EK )
,
µ(R)

(III.1)

the ratio of the volume of the explored set to that of the
reachable set. When a new node, xK is added to the tree the
change in the explored volume fraction is the growth
GK =

R

µ (EK − EK−1 )
.
µ(R)

(III.2)

Remark 1: Note that obstacles in the configuration space
are explicitly accounted for in the coverage measures (III.1)
and (III.2) because they reduce the volume of R in the
denominator.

C

E

B. Coverage Model: Holonomic Systems in Expansive Spaces
X-R

Fig. 1. The reachable set, R (white); the explored set, E (blue); and the
connection set from xnear (blue outlined in black).

Assumption 1: Resolution factors such as the choice of
integration method do not significantly influence the expected
value of GK . For a more complete discussion of resolution,
the reader is referred to [7].
Since Algorithm 2 is driven by a random variable X rand ,
the coverage of a tree with K nodes, CK ∈ [0, 1] is the output
of a random, discrete time process
CK = CK−1 + GK ,

A. Coverage Definition
We would like to determine what fraction of the reachable
set a tree, T , has explored. However, because a tree node xk
is a point and an edge is a line, the tree itself has measure
zero and, therefore, can never fill the state space. Extending
some concepts and notation from [14] and [18], define the
set R that could be connected to from a node xk in a single
iteration, using time step ∆t, as
Z ∆t
R(xk , ∆t) = {x ∈ X|∃u ∈ U, x = xk +
f (x, u)dt}.
Note that this set has a non-zero measure, allowing us to
discuss its volume which can be related to the fraction of the
space that can be explored from that node. This notation has
three principle uses, as illustrated in Figure 1.
1) The Connection Set R(xnear , ∆t) is set of states that
can be connected to xnear in a single iteration.
The Explored Set, is defined by EK = R(TK , ∆t) =
2) S
K−1
k
k=0 R(x , ∆t). It is the set of states that can be

(III.3)

with the exception of C1 which is determined solely by
the initial condition. We choose to model the growth as
a function of two random variables and the parameter ∆t,
GK (X rand , CK−1 ; ∆t).

Xrand = Xnew

Xrand
Xnew

Xnear

Xnear

Fig. 2. Counterexamples. Assumption 2 (left), the tree can grow even if
xrand ∈ E, especially if xnear is on the boundary of the explored region.
Regarding Assumption 3 (right), it is possible to have very small growth if
xrand ∈ X − E, especially when the metric poorly reflects the “cost to go”.
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The assumptions and model that follow are motivated by
some observations of users of the RRT [20], [4], [17], [14].
1) When random states are generated in large Voronoi
regions (typically far away from the existing nodes),
the tree usually experiences significant expansion.
2) When random states are generated in small Voronoi
regions, the tree usually does not expand far from the
existing nodes.
3) The size of the largest Voronoi regions decrease very
quickly at first then more slowly as more and more
nodes are added.
Next we formally introduce two simplifying assumptions
based on Observations 1 and 2, which enable us to develop
a model of coverage, with a closed form solution, that
reflects Observation 3. We explicitly acknowledge that our
assumptions are, like all assumptions, not uniformly true. We
claim that for the class of systems considered here they are
accurate enough to produce a closed form coverage model
with high fidelity. Later, in Section IV we examine their
validity in practice.
Assumption 2: If xrand is generated inside the explored
set, EK , the conditional expected value of the growth is very
small, E(GK |xrand ∈ E) ≈ 0.
Remark 2: Note that the assumption does not state that the
growth is zero every time xrand ∈ E. In particular we expect it
to be non-zero when when xnear supports the boundary of E
(see Fig. 2 for a counter-example). Also, it implictly accounts
for the role of of the current tree configuration and denisty
function p in determining E(CK ), because it is conditional on
x and E. It simplifies the analysis, by making the conditional
expected value E(GK |xrand ∈ EK ) independent of CK−1 ,
xrand , or ∆t. The experimental results tend to validate the
accuracy of the model (see Sect. IV).
Assumption 3: If xrand is generated outside the explored
set, X − E, we assume the conditional expected value of
growth is solely a function of the step size, E(GK |xrand ∈
X − EK ) = Ĝ(∆t). See Figure 4 for an example.
Remark 3: While the growth at a given iteration is determined by a complex relationship between the location of
xrand , xnear , the configuration of the tree, the Lipschitz
constant and time step ∆T , the assumption allows one, on
average, to replacing them with a simplified function Ĝ when
xrand ∈ X − E. Obviously the assumption is not uniformly
true, especially for systems that are not small time locally
controllable (see Fig. 2).
Of course ∆t increases Ĝ, which is also influenced by the
local Lipschitz constant of the dynamics f (x, u) under the set
of admissible inputs U . In the case of simple systems ẋ =
u, simply increasing ∆t is roughly equivalent to increasing
umax = sup(U ), and has the effect of accelerating coverage,
by scaling Ĝ. However for systems that are not small time
locally controllable, the relationship is more nebulous.

In light of these assumptions, we propose the following
model for expected tree growth:
·
0,
if xrand ∈ E
E(GK |xrand ) ≈
(III.4)
Ĝ(∆t), if xrand ∈ X − E.
Therefore,
E(GK |E) ≈ (1 − P (xrand ∈ E)) · Ĝ.

(III.5)

rand

Assuming p(x
) is the density function corresponding to
the uniform distribution (the most common choice in the
literature by far), P (xrand ∈ E) = CK−1 . Our first main
result is:
E(GK |CK−1 ) ≈ (1 − CK−1 ) · Ĝ.

(III.6)

Substituting into eq. III.3, the expected value of CK , is
E(CK ) ≈ E(CK−1 ) + (1 − E(CK−1 )) · Ĝ.

(III.7)

Whose solution is
E(CK ) ≈

C1 (1 − Ĝ)K + Ĝ

K−1
X

(1 − Ĝ)k . (III.8)

k=0

Note that C1 is completely determined by the initial condition
and is not a a random variable; however, further simplification
is possible by assuming C1 ≈ Ĝ, allowing the two terms to
be condensed into a single geometric series:
E(CK ) ≈ Ĝ

K
X

(1 − Ĝ)k .

(III.9)

k=0

Simplifying yields the second main result
E(CK ) ≈ 1 − (1 − Ĝ)K .

(III.10)

In accordance with previous results on probabistic completeness [20], E(C0 ) = 0 and E(C∞ ) = 1. Obviously, increasing
Ĝ has the effect of hastening coverage.
A corollary to this is that given a desired level of coverage,
the expected value of the number of nodes to achieve it is
E(K) ≈ ln(1 − C)/ ln(1 − Ĝ).

(III.11)

Example: to achieve 95% coverage (C = 0.95) with Ĝ = 0.01
the expected number of nodes is K = 298.
IV. C OMPUTATIONAL E XPERIMENTS
A. Discretized Coverage Measure
While the notions of growth and coverage in Sect. III-A
are useful for analysis, computing them exactly for a given
tree is intractable, especially in the case of high dimensional
systems with complex dynamics. Instead an approximation is
used (Fig. 3, top). Given a free state space, define a uniform,
axis-aligned grid with spacing δx. Each grid cell is a closed
set Xi,j,... indexed by an integer in each dimension. As each
new node is added to the tree,
T a cell Xi,j,... is considered
occupied if ∃x ∈ R(TK , δt) Xi,j,... . The coverage C is
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approximated as the fraction of grid cells which are occupied.
For example, Figure 3 (bottom) is a snapshot of X when
C150 = 0.05. This is much less conservative, and easier to
compute, than Dispersion-based measures [8], [9].

Xnear

Xnew
r

G

Fig. 4.
For holonomic systems with no obstacles, the connection sets
are balls. Ĝ is the volume of the gray area formed by R(xnew , ∆t) −
R(xnear , ∆t) – the hyperspshere minus the vesica piscis.

is equal to the upper bound of GK which is the volume of
the shaded piece of the ball shown in Figure 4. In arbitrary
dimension N the volume of the shaded set is
Ĝ =

Fig. 3.
(Top) An illustration of the grid-based approximate coverage
measure. (Bottom) 3D Coverage Visualization. The state space is the unit
cube. Using a local planner, R(xk , ∆t) is a ball of radius 0.05. After 150
nodes about 5% of the space has been covered.

B. Implementation
A uniform distribution was used to select xrand . In all cases
the tree was allowed to grow until C = 0.995. A 4th order
Runge-Kutta integration method was used, with variable step
size and a tolerance of 10−8 . X was a unit (hyper) cube.
The Euclidian metric was used, and a closed-form optimal
planner generated unew . There are no subsequent references
to run-times or memory usage statistics, making the results
machine-independent.
C. Holonomic Systems in Expansive Spaces
Problem 4.1: First, consider an N dimensional, holonomic
system with no obstacles: X = [−0.5, 0.5]N ⊂ RN is the
simply connected unit hyper-cube, x0 is the zero vector, U =
{u ∈ RN |kuk2 ≤ umax }, and ẋ = u.
Then R(xk , ∆t) is simply a ball centered at xk of radius
max
u
· ∆t. Regarding Eq.(III.6), we begin by assuming Ĝ

π N/2
max
· ∆t)N −
Γ(N/2+1) (u
¡
¢N −1
R umax ·∆t
2 umax ·∆t/2 sin cos−1 (r)

(IV.1)
dr,

where Γ is the generalization of the factorial function. The
first term is µ(BN (umax · ∆t)) – the volume of a hypersphere
with radius umax · ∆t. The second term is twice the volume
of the hypersphere cap formed by an intersecting hyperplane
whose distance from the sphere’s center is half the radius –
sometimes referred to as the vesica piscis. We compute this
quanity by numerical integration.
Figure 5, illustrates representative coverage results, averaged across 20 trials, using ∆t · umax = 0.05 in X ⊂ R3 ,
and a grid size δx = 0.005. The solid line shows E(CK ) as
a function of the number of nodes. To quantitatively test the
accuracy of the model, we used a trust-region-based nonlinear
least-squares algorithm to numerically curve fit (III.10) to the
experimental data with tolerance 10−10 . Ĝ was replaced with
a computed fit-coefficient, Ḡ = (4.02 ± 0.001) × 10−4 with
95% confidence. The “goodness of fit” was r2 = 0.9991
indicating the form of eq. III.10 described the shape of the
coverage curve extremely well. For comparison, according to
(IV.1), Ĝ = 3.56 × 10−4 (for X ⊂ R3 and ∆t · umax = 0.05).
However, the numerical fit tends to overestimate Ĝ for two
reasons. First, the nature of the discritization tends to slightly
overestimate volumes, as seen in Fig. 3. More importantly,
the model assumes the growth is zero when xrand ∈ X − E,
which of course is not always true as we will examine later.
An interesting way to visualize the agreement of the model
with the experimental data, is to note that according to
eq. III.10, the function − ln(1 − E(CK )) should vary linearly
with K (solid line in Fig. 5, right). The dotted red line shows
a linear fit to the log-transformed data, with r2 = 0.989,
indicating an excellent agreement. While intuitive to visualize
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Fig. 5. 3D Holonomic Example. (Top) Solid blue lines show the mean of the
mean coverage (over 20 trials). Dashed red line shows coverage as predicted
by model. (Bottom) Logarithmic curve fit. − ln(1 − CK ) should be linear
in K. Note the log is ill-conditioned as CK → 1.

this way, we caution that − ln(1 − CK ) is ill-conditioned
as CK → 1 since ln 0 is undefined. We use the fit of the
raw data to eq. III.10 as discussed in the previous paragraph
as our primary accuracy measure. Regarding Assumption 2,
E(Gk |xrand ∈ E) ≈ 0, discussed in Section IV and above,
consider Fig. 6 (top), which shows a histogram of actual GK ’s
when xrand was generated inside the explored set. Note that
each bin includes 10 grid cells. More than 1/3 of the time
GK = 0, making it the mode by a large margin; and the
mean is 0.52 × 10−5 . Since the growth can never be negative,
it is unlikely the expected value would be zero in practice;
however it is indeed very small considering that the largest
bin is centered at 6.0 × 10−4 .
Regarding Assumption 3, E(Gk |xrand ∈ X − E) ≈ Ĝ,
consider Fig. 6 (bottom) which shows a histogram of actual
GK ’s when xrand was generated outside the explored set.
Recall Ĝ is 3.56 × 10−4 . Which is only slightly larger than
the experimental mean of 2.78 × 10−4 . More importantly,
is the relative scale of the growth when xrand is inside vs
outside the explored region. The fact that E(Gk |xrand ∈
E) << E(Gk |xrand ∈ X − E) suggests the assumptions in
Section III are reasonable.
The table in Figure 7 attempts to establish the validity of
the model across dimensions 2 − 6, holding ∆t · umax = 0.2

0
−1

0

1

2

3

4

5

6
−4

x 10

Fig. 6. (top) Checking Assumption 2: E(Gk |xrand ∈ E) ≈ 0? The
histogram of GK when xrand was generated inside the explored set,
indicates that the growth is indeed very small. (bottom) Checking Assumption
3: E(Gk |xrand ∈ X − E) ≈ Ĝ? The histogram of GK when xrand was
generated outside the explored set, indicates that the growth is significantly
larger.

constant. Note that N = 7, 8 use a coarser grid size due
to memory limitations. First note that r2 ≈ 0.999 for all
examples, indicating that the form of eq. III.10 holds well.
Columns 4-6 show some dimensionless quantities that also
speak to model fidelity. For a perfect model columns 4 and 5
would be 1 and column 6 would be ≈ 0. A second trend is
that both Ḡ (column 4) and Gext = E(Gk )|x 6 ∈E (column
5) get smaller, relative to Ĝ, as N increases (N = 7, 8 are
exceptions due to course grid size). One reason for this is that
when xrand is generated near the boundary of E the growth
can be smaller than expected (Fig. 2 - right). Note that in high
dimensional state spaces the volume of the boundary layer of
thickness ∆t · umax becomes larger relative to the volume of
the interior of E.
Another issue we investigated is the validity of the model
as ∆t varies. Figure 8 summarizes these experiments as we
change ∆t · umax which directly alters Ĝ and influences the
rate at which the tree grows. First note that for all trials
r2 > 0.99 indicating good agreement with the model for a
wide range of step sizes. Second, as this parameter decreases,
Gext = E(GK |xrand 6 ∈E) increases relative to Ĝ, indicating
Assumption 3 becomes more accurate. However the ratio in
the final column increases slightly, implying that assumption
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r2
0.9991
0.9995
0.9997
0.9993
0.9983
0.9999
0.9995

Nodes
3.10 × 101
1.38 × 102
6.67 × 102
3.37 × 103
1.81 × 104
2.76 × 105
1.28 × 106

Ḡ
Ĝ

1.2744
1.0743
0.8903
0.8932
0.7609
0.9831
0.8823

Gext
Ḡ

0.5859
0.6035
0.60732
0.5748
0.5622
0.9139
0.9948

Gint
Ḡ

0.1098
0.0908
0.1202
0.1257
0.1218
0.1232
0.0727

Fig. 7. Experimental Results for Holonomic Systems in Expansive Spaces.
∆t · umax = 0.2, and δx = 0.066, across N = 2, . . . , 6. N = 7, 8 use
a larger grid size (0.2) due to memory limitations. Gext = E(GK |x 6 ∈E)
and Gint = E(GK |x∈E).

passages but the growth rate is considerably retarded. For
exteremly narrow passages (< 1/20 of width of configuration
space) the model fit is poor.
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Ḡ

1.097
1.166
1.236
1.262

0.6067
0.6380
0.6343
0.6335

int

0

G
Ḡ
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Fig. 8. Experimental Results for Holonomic Systems in Expansive Spaces.
Here N = 3 and ∆t · umax /δx = 10 is constant, as ∆t · umax changes.
Note Gext = E(GK |x 6 ∈E) and Gint = E(GK |x∈E).
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2 (no growth when xrand ∈ E) becomes weaker. Again we
feel this trend related to the ratio of the boundary layer to
the interior volume, which increases as ∆t · umax becomes
smaller. The surface area in Figure 3 is much larger when
this parameter is decreased. For large values the individual
branches begin to merge and the surface area is smaller.
Finally we briefly consider the application of the model to
more general systems. Figure 9 illustrated the predicted vs
actual coverage for a system whose state space is covered
with randomly placed convex obstacles at densities of 25%
and 50%, resulting in a relatively expansive configuration
space. Apparently the predictive power of the model is not
diminished.
1
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Fig. 9. Actual coverage (solid) vs predicted coverage (dashed) for obstacle
densities of 0%, 25% and 50%.

On the other hand, Figure 10 shows the application of
the model to a problems with a narrow passages on the
order of 1/2 the length of the configutaion space, at varying
widths. The model is qualitaively good for moderately narrow

500
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0.6

0.8

1
−3

x 10

Fig. 10. (top) Actual mean coverage (solid) for a variety of GapWidths vs
predicted coverage (dashed). (bottow) A histogram of Gk |xrand ∈ X − E
for a GapWidth = 0.005.

V. C ONCLUSIONS AND F UTURE W ORK
In this paper we provide a stochastic difference equation
which models the volume coverage of the forward search
RRT algorithm as a function of the number of nodes in the
tree. Under two simplifying assumptions, the model provides
a simple closed form approximation for the expected value
of the coverage, which only depends on two easily computable parameters: the time step and a Lipchitz constant.
The experiments and model exhibit strong agreement, across
a variety of dimensions and parameter choices, when applied
to holonomic systems. Our experiments suggest the presence
of obstacles along does not invalidate the model, so long as
the configuration space is expansive.
While this class of systems is admittedly quite limited. We
argue this result is important. First, It enhances our theoretical
understanding of the RRT algorithm, by addressing some
open questions about coverage rate posed nearly a decade ago
[20]. Second, we feel that one of the strengths of the model
lies in its computational and informational simplicity. Only
a handful of floating point operation is required to compute
the expected value of coverage. Unlike other analyses, the
space coverage approach employed here removes the model’s
sensitivity to initial conditions and goal locations. All the
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parameters of the model are easily computable; and do not
require a priori knowledge of the solution. Third, despite the
widespread adoption of the RRT algorithm, no termination
criteria has been agree upon in the literature, for cases where
the solution is not found. From a practitioner’s perspective,
the formula can be used to provide estimates of the number
of nodes required to fill a specified percent of the space (ex.
99.99%). Fourth, many adaptive variants of the RRT algorithm
have been introduced in the literature ([1], [14], [5], or [16]),
for the purpose of addressing difficult problems that may
contain narrow passages. They typically require an online
measure of the progress of the tree. Our simple formula could
be used as a baseline metric of just how difficult a problem
is, by examining the lag in predicted vs. actual coverage.
For example, if, after 1,000 nodes the model predicts 75%
coverage, but only 50% of the space is covered, it is highly
unlikely the configuration space is expansive.
Our current efforts are targeted at extending the model
to non-holonomic and poorly expansive problems. Our observation has been that the model is generally qualitatively
accurate, but as expected the growth rate is retarded. Upon
examining the histograms, we have noticed that the growth
when xrand lies in the interior of the explores region is
nearly identical to Figure 6 (top). However, the histogram of
growth when xrand lies in the exterior is bimodal (Fig. 10),
resembling a mixture of the two in Figure 6. At this time
we are trying to estimate the underlying distribution reflected
in Figure 6; and develop a model of the mixing ratio, as a
function of problem parameters.
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